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List of Acronyms and Abbreviations
ACF
API
CaSToRC
CPU
CUDA
CyI
CyNet
DEISA

Advanced Computing Facility
Application Programming Interface
Computation-based Science and Technology Research Centre of the CyI
Central Processing Unit
Compute Unified Device Architecture (NVIDIA)
The Cyprus Institute
The Cyprus NREN
Distributed European Infrastructure for Supercomputing Applications. EU project by
leading national HPC centres.
EC
European Community
EoI
Expression of Interest
ESFRI
European Strategy Forum on Research Infrastructures; created roadmap for panEuropean Research Infrastructure.
FP
Floating-Point
FPU
Floating-Point Unit
FZJ
Forschungszentrum Jülich (Germany)
30
9
GB
Giga (= 2 ~ 10 ) Bytes (= 8 bits), also GByte
9
Gb/s
Giga (= 10 ) bits per second, also Gbit/s
9
GB/s
Giga (= 10 ) Bytes (= 8 bits) per second, also GByte/s
GÉANT
Collaboration between National Research and Education Networks to build a multigigabit pan-European network, managed by DANTE. GÉANT2 is the follow-up as of
2004.
9
GFlop/s
Giga (= 10 ) Floating point operations (usually in 64-bit, i.e. DP) per second, also GF/s
9
9
GHz
Giga (= 10 ) Hertz, frequency =10 periods or clock cycles per second
GigE
Gigabit Ethernet, also GbE
GNU
GNU’s not Unix, a free OS
GPGPU
General Purpose GPU
GPU
Graphic Processing Unit
HDD
Hard Disk Drive
HE
High Efficiency
HET
High Performance Computing in Europe Taskforce. Taskforce by representatives from
European HPC community to shape the European HPC Research Infrastructure.
Produced the scientific case and valuable groundwork for the PRACE project.
HPC
High Performance Computing; Computing at a high performance level at any given
time; often used synonym with Supercomputing
HPCC
HPC Challenge benchmark, http://icl.cs.utk.edu/hpcc/
HPL
High Performance LINPACK
HWA
HardWare accelerator
IB
InfiniBand
IBA
IB Architecture
IBM
Formerly known as International Business Machines
IEEE
Institute of Electrical and Electronic Engineers
I/O
Input/Output
ISC
International Supercomputing Conference; European equivalent to the US based
SC0x conference. Held annually in Germany.
JSC
Jülich Supercomputing Centre (FZJ, Germany)
10
3
KB
Kilo (= 2 ~10 ) Bytes (= 8 bits), also KByte
LQCD
Lattice QCD
LinkSCEEM
Linking Scientific Computing in Europe and the Eastern Mediterranean
LinkSCEEM-2 Linking Scientific Computing in Europe and the Eastern Mediterranean – Phase 2
LS
Local Store memory (in a Cell processor)
20
6
MB
Mega (= 2 ~ 10 ) Bytes (= 8 bits), also MByte
6
MB/s
Mega (= 10 ) Bytes (= 8 bits) per second, also MByte/s
6
MFlop/s
Mega (= 10 ) Floating point operations (usually in 64-bit, i.e. DP) per second, also
MF/s
6
6
MHz
Mega (= 10 ) Hertz, frequency =10 periods or clock cycles per second
MIPS
Originally Microprocessor without Interlocked Pipeline Stages; a RISC processor
architecture developed by MIPS Technology
6
Mop/s
Mega (= 10 ) operations per second (usually integer or logic operations)
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MoU
MPI
MPP

Memorandum of Understanding.
Message Passing Interface
Massively Parallel Processing (or Processor)

NDA

Non-Disclosure Agreement. Typically signed between vendors and customers working
together on products prior to their general availability or announcement.
Network-on-a-Chip
Network File System
Network Interface Controller
Open Computing Language
Open Graphic Library
Open Multi-Processing
Operating System
Parallel Network File System
Portable OS Interface for Unix
Partnership for Advanced Computing in Europe; Project Acronym
Partnership for Advanced Computing in Europe – First Implementation Phase
Partnership for Advanced Computing in Europe – Research Infrastructure
Random Access Memory
Software Development Kit
Solid State Disk or Drive
40
12
Tera (= 2 ~ 10 ) Bytes (= 8 bits), also TByte
Total Cost of Ownership. Includes the costs (personnel, power, cooling, ...) in addition
to the purchase cost of a system.
12
Tera (= 10 ) Floating-point operations (usually in 64-bit, i.e. DP) per second, also
TF/s
Denotes the apex of a conceptual pyramid of HPC systems. In this context the
PRACE Supercomputing Research Infrastructure would host the Tier-0 systems;
national or topical HPC centres would constitute Tier-1
Uniform Interface to Computing Resources. Software for seamless access to
distributed resources.
Virtual Organization
Virtual Research Community
Single Instruction Multiple Data
Single Instruction Multiple Threads
An open-source distributed version control system
Graphical User Interface
A set of Python bindings for the Qt application framework for GUI development
A script-driven Windows installation system. Also called NSIS
Software Development Kit
Extensible Markup Language
Accelerated Parallel Performance. An SDK by AMD for GPGPU and OpenCL
development.
A compilation of files with useful tables for X-ray applications
Density Functional Theory. A modelling method in quantum mechanics.
Atomic Energy and Alternative Energies Commission (France)
A piece of code or program that is executed on a GPU

NoC
NFS
NIC
OpenCL
OpenGL
Open MP
OS
pNFS
POSIX
PRACE
PRACE-1P
PRACE
RAM
SDK
SSD
TB
TCO
TFlop/s
Tier-0

UNICORE
VO
VRC
SIMD
SIMT
GIT
GUI
PyQt4
NSI
SDK
XML
APP (AMD)
DABAX
DFT
CEA
Kernel (GPU)

LinkSCEEM-2 - RI-261600

vi

04/07/2012

D12.3 & D12.4

Deliverable Report

Executive Summary
Work package 12, “Synchrotron high performance data analysis and modelling”, aims at
decreasing the latency of data processing in synchrotron research that will allow for faster offline data analysis and simulation. Additionally, it will make on-line data analysis feasible
despite the increasing rate of data acquisition. As a consequence, the quality and efficiency of
experiments will be improved.
Deliverables 12.3 & 12.4 seek to provide GPU-acceleration capabilities to existing and new
promising Synchrotron data analysis programs that can be exploited by both SESAME and
ESRF. OpenCL has been selected by LinkSCEEM-2 as the framework to be used for the
required development due to its open source nature and flexibility.
Due to available human resources at ESRF as well as already identified software candidate by
SESAME the development effort for WP12 started ahead of time with these deliverables.
Other deliverables were not affected by this decision.
Emphasis was given to develop reusable code and GPU-accelerated algorithms as dynamic
libraries. A toolbox was initially developed that provides high-level OpenCL functionality. It
was used on all developments for D12.2, D12.3 and D12.4. All the OpenCL algorithm
implementations are abstract extensions to the initial programs. The main benefit of this
approach is that, through minimal intervention to the original program, it is possible to decide
on runtime whether or not to use such an extension. Another benefit is that such modules are
easier to maintain or replace.
Several existing programs such as SHADOW, SPD and new programs such as Shadow3,
XTLS and PyFAI were chosen due to reasons explained in more detail in sections below. For
existing programs SHADOW and SPD better performance has been achieved. Similar results
were obtained for new programs Shadow3, XTLS and PyFAI.

LinkSCEEM-2 - RI-261600
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1 Identification and presentation of candidates
1.1

Summary

The primary purpose is to identify new programs to be adapted to OpenCL, which can be
beneficial for the data analysis performed at both ESRF and SESAME. The types of
experiments that can be conducted at SESAME may differ from ESRF, due to different
operational range of the energy provided by each synchrotron. In order for SESAME to
benefit from the selected programs, they must be useful for the data analysis or simulations
that SESAME will perform.
The work package defines that programs developed under WP12 must be able to be deployed
in the LinkSCEEM-2 partner computing facilities. The selected program must be open source
with a license that will meet WP12’s requirement for redistribution.
It is of importance to the project, that collaboration can be initiated between developers or
maintainers of the program to be ported. Problems do arise during such a process and there is
always the risk of bugs being carbon-copied during the porting process. Such problems can be
solved very easily through collaboration with people who have good understanding of the
program behaviour.
As mentioned in the executive summary, a candidate had been identified by SESAME early
on, the ray-tracing program SHADOW. Identification of other candidates was limited to raytracing and data analysis software for Powder diffraction experiments. The reason behind this
is that the first operational beam-line at SESAME will be designed for Powder diffraction
experiments. Moreover, ray-tracing is essential for the design and simulation of optics set-ups
All these programs are discussed in the next section.

LinkSCEEM-2 - RI-261600
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Identified programs
1.1.1

SHADOW and Shadow3

The X-ray ray-tracing program SHADOW has been used for simulating Synchrotron optics
for over a decade and is co-developed by the ESRF in France and the Brookhaven Laboratory
in the USA. Ray-tracing is crucial for Synchrotrons since optics is the heart of every
experimental setup. SHADOW can trace X-rays from the light source to the sample in an
experimental hall. It is able to simulate various optical devices such as mirrors and
monochromators.
At the time D12.4 was decided to start, SHADOW was being completely rewritten to meet
modern software standards and provide modern functionality such as an API. The resulting
program was named Shadow3. This is quite important for old scientific programs, like
SHADOW, that are based on FORTRAN 75. Such programs made extensive use of practises
that are considered today as erroneous such as the use of “goto” jump statements and most
variables being global with program-wide scope. These practices lead to programs that cannot
attract contributors and are impossible to maintain by anyone but the main developers.
Shadow3 is mainly written in FORTRAN 2003, but with some tools written in IDL and GDL
(an open-source alternative to IDL). It features an API, allowing it to be used as a library in
by other applications.
Development for D12.4 on Shadow3 was focused on accelerating parts of a newly added
capability, the simulation of Transfocators. In specific 2D free-space wave propagation which
is a very time consuming calculation.

Figure 1. Result of a trace visualised and analysed by
the IDL tools of Shadow3.

LinkSCEEM-2 - RI-261600
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XTLS

X-ray Transfocator Lenses Simulations is a new program developed at the Optic group of
ESRF for the simulation of Compound Refractive Lenses (CRL) for Transfocators.
Transfocators are relatively novel focusing devices that are commonly used in Synchrotrons
today.
Transfocators are composed of interchangeable arrays of CRLs which allows them to easily
adapt to new requirements for X-ray beam size and focus. CRLs present several attractive
features over traditional focusing mirrors; they are more stable in regard to vibrations and
easier to align.
XTLS is written in C++ using OpenMP for multithreading data-parallelisation. It makes use
of imaging and web server libraries to provide the user with modern plots through a webGUI.
The program, much like Shadow3, was accelerated through porting its free-space wave
propagation algorithm to OpenCL.

LinkSCEEM-2 - RI-261600
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SPD

SPD or SPatial Distortion correction program is a program written in C used for the correction
of distortions on images taken by X-ray detectors. SPD can also be used to azimuthally
integrate such images. This kind of processing is essential for Powder Diffraction and SAXS
experiments.
A GPU-accelerated program for azimuthal integration is considered a good candidate because
this process is common in Powder Diffraction experiments and SESAME has planned such a
beamline as the first to operate at the site. At present CPU algorithms cannot keep up with the
rate that modern X-ray detectors can acquire images. SPD was identified as a candidate for
D12.3 that is port existing programs..
SPD is not the only program used for distortion correction and azimuthal integration at ESRF.
Another commonly used program is called FIT2D, but it was not considered as a candidate
due to its closed nature and tight integration of algorithms and user interface. SPD and FIT2D
differ significantly on how they model the problem geometry and perform azimuthal
integration.

Figure 3. The geometry used by SPD for azimuthal integration. (P. Boesecke)

LinkSCEEM-2 - RI-261600
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PyFAI[5]

PyFAI is a new open-source python library for Fast Azimuthal Integration. Unlike other
famous azimuthal integration tools like SPD written in C or Fit2D written in Fortran, pyFAI is
written in a high level language with an underlying C layer, via Cython, for performance. The
project's name includes the word "fast" because integration is done in a single operation: one
input pixel from the detector provides a unique contribution to the diffraction pattern,
avoiding any re-sampling or aliasing, hence algorithmically faster.
Online data analysis in powder diffraction experiments can only be achieved if the correct
calibration is available before the start of an experiment. PyFAI has been designed to allow
fast and precise calibration of any diffraction set-up on the one hand, and ensures that
calibration is correctly used in the integration procedure on the other. The integration/caking
is done with position histogramming weighted by data. PyFAI follows SPD geometry while
providing a compatibility layer for FIT2D geometry.
PyFAI was selected for D12.4 and development effort was made on accelerating the
azimuthal integration to allow the program to be used for online data analysis with modern Xray detectors.

Figure 4. Typical image taken from a Powder Diffraction experiment using a 4Mpixel detector (2048 x
2048 pixels).

LinkSCEEM-2 - RI-261600
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2 OpenCL Toolbox
Description
During OpenCL development for Shadow3, which was the first project for WP12 and D12.4,
it became obvious that OpenCL as an API required a library that would handle some OpenCL
features in terms of flexibility, reusability and correctness. OpenCL as a framework can make
use of multiple different devices such as CPUs and GPUs with very different features and
capabilities. It also uses Just-In-Time (JIT) Compilation to compile kernels for the device
selected to be used at runtime.
Control over device diversity and JIT compilation needs to be implemented in a way that will
ensure the ability to recover from incorrect device selection or failed JIT compilation. To
avoid the latter, checks must be implemented before selecting a device. Moreover, we must be
able to provide a way to automatically select devices. Unfortunately, while all these features
are important they are not readily available in OpenCL and require significant effort from the
development point of view. There are quite some OpenCL-based programs that do not take
care of the above and only use the first device OpenCL identifies, with no regards to what this
device may be.
The OpenCL Toolbox was developed as a library that implements advanced manual and
automatic device selection, error recovery and advanced JIT compilation options and
feedback. As such it was made abstract and reusable, allowing a developer to focus on
kernels. It was reused on all WP12 programs significantly reducing development time, while
providing them with advanced OpenCL features. The language C was selected for the library
in order to maximise compatibility.
A higher level layer was also developed in C++ that allowed further code reusability. While
this layer was not made completely abstract, it only required few modifications for each
program. The toolbox is independent and can be used with or without the C++ layer. The use
of the C++ layer allows the framework API calls such as memory allocation and kernel
executions to be hidden.
Currently OpenCL offers experimental C++ bindings to the API, which was not the case
when D12.4 started, but it is still up to the developer to implement device selection and other
advanced options.
Capabilities
OpenCL follows an identical flow to CUDA, especially the CUDA Driver API, regarding the
control and use of a device. In short:
1. Discover a device
2. Create a context and a command queue with the device
3. Compile or load precompiled OpenCL programs
LinkSCEEM-2 - RI-261600
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4. Manage the references to the kernels inside those programs
5. Manage the memory on the device
6. Configure the execution parameters for each kernel and execute them.
The OpenCL toolbox takes care of steps 1,2,3, partly 4,5 and not 6. Most of the work required
to launch an OpenCL kernel is hidden and greatly automated. The parts that only partially
managed could not be easily generalised (our goal is to accelerate SR programs and not to
create generic development tools) as they depend on each program. In specific, they depend
on the type, size and number of memory required by the OpenCL algorithm for the program
and how these memory buffers are mapped to kernel arguments. The high level C++
extension of the toolbox however provides a structure that can be manipulated fast to meet
each program’s requirements. All calls to the toolbox are managed in terms of errors.
Encountering an error can be easily handled on the caller program side.
All OpenCL API calls return an error code. The list of error codes is quite lengthy and the
toolbox provides a function that translates these error codes to the corresponding error name
as defined by the OpenCL specification. For example the error code -43 gets translated to the
much more descriptive CL_INVALID_BUILD_OPTIONS.
In terms of device selection the library is able to provide quite extensive functionality; it is
able to automatically select the device to be used based on provided criteria:


No predefined criteria, first find first get.



Partially user defined criteria. For example search for any GPU that may or nor may
support double precision.



Fully defined criteria. For example, the second CPU on the Intel platform with double
precision support. The toolbox will only check the specific device.

It also provides special functions that further automate the process of device selection for
common criteria. Typically, in scientific applications double precision is required and the
toolbox is able, with a single call, to automatically search for a GPU that supports double
precision, but if none is found, instead of returning with an unsuccessful status, it will fallback
to a search for an OpenCL-capable CPU to be used.
The next logical step in an OpenCL workflow is the creation of a context to the discovered
device and a queue on which to stack the operation to be performed. These are automatically
taken care of by the toolbox. After the queue is created the memory buffers can be created.
This step as mentioned is only partially handled by the toolbox. It provides the data structure
to reference the buffers and tools to automate release of these resources. Defining the number,
type and size of the buffers is done on the C++ layer and can be easily modified to meet the
program’s requirements.
JIT compilation of the kernel sources is automatically done. Compilation can be performed
with a set of given optional compilation arguments and using source files or included strings
LinkSCEEM-2 - RI-261600

14

04/07/2012

D12.3 & D12.4

Deliverable Report

that contain the source code. In case a compilation is unsuccessful, the toolbox will also return
the compilation log showing the code and line numbers with the errors.
Configuration and execution of kernels is application specific and is done on the C++ layer.
Cleaning up OpenCL resources is party taken care of by the toolbox.
The C++ layer models a class that uses the toolbox and encapsulates all commonly required
OpenCL functionality. It provides simple methods:
•

Init. Find a device given a set of criteria and create a context.

•

Configure. Create a queue, allocate buffers, compile the source and return the
kernel functions.

•

Execute. Configure and execute the kernels, copying memory in and out the
device as needed.

•

Clean. Release all OpenCL resources used.

Typically, Configure and Execute need to be customised for each application, but it is very
straightforward to do so.
Python bindings are also offered for the C++ layer, making the above methods directly
callable by Python.
Requirements
As the OpenCL toolbox was design to be reusable, it has a minimal set of requirements:
•

A gcc or g++ compiler for Linux or the CL compiler for Windows (which is part
of Visual Studio or Visual C++ Express). Both of any version.

•

An installed OpenCL development kit (library and headers).

The C++ layer has the additional optional requirement if the Python bindings are needed:
•

SWIG version 1.3 or higher

•

Python 2.x and numpy

Example compilation of the OpenCL toolbox:
gcc -O2 -shared –fPIC –o libOclTools.so ocl_tools.cc -lOpenCL

LinkSCEEM-2 - RI-261600
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Example compilation of OpenCL toolbox with the C++ layer and a Python interface:
g++ -O2 -shared –fPIC –o libOclClass.so ocl_cpp_layer.cpp ocl_tools.cc –lOpenCL
swig –c++ -python ocl_cpp_layer.i
python setup.py build

LinkSCEEM-2 - RI-261600
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3 Shadow3
Introduction
Ray-tracing programs are typically excellent candidates for parallelisation as they are
inherently data-parallel. A number of rays must be traced from an origin to a target,
interacting with geometrical object that they intersect. In the case of X-ray ray-tracing the
most common source is the X-ray beam origin and the target is the X-ray beam output on the
experimental hall. Typically mirrors are intersected and the rays are reflected from mirror to
mirror altering the beam spread and generally its focal and wavelength properties. Physical
effects are also modelled in a statistical manner using Mothe Carlo methods.
Implementation
3.1.1

Selection of algorithms to be ported

X-ray ray-tracing, unlike other fields, does not require a large number of rays. For most
problems some tens of thousands of rays are sufficient. In other words, while tempting,
parallelisation and port to OpenCL of the ray-tracing engine would not have a real benefit for
the use of Shadow3. Instead, a special filter was identified, or else post-processor, of a newly
added functionality in Shadow3. This filter called FFRESNEL2D performs analytical freespace wave propagation calculations. Such a filter can be used for the simulation of gratings
in optical media and the effect they have in the phase of the beam via diffraction phenomena.
The filter in Shadow3 is a straightforward solver of the Fresnel-Kirchoff integral for the 2D
case which is very compute intensive. Computation of this integral can take days if not weeks
in modern processors for good quality results to be obtained.
The work on Shadow3 for D12.4 focused on accelerating the FFRESNEL2D filter by porting
it to OpenCL. At the same time, the “traditional” ray-tracing engine of Shadow3, as it would
only benefit from modest parallelisation, was given the capability to execute on multiple
processors of distributed systems using OpenMPI if needed.
3.1.2

Parallel ray-tracing[4]

Two approaches were studied for the parallelisation of the ray-tracing engine of Shadow3,
task parallelisation and data parallelisation:



Task-parallelism is the concurrent execution of different or same tasks on different
processes.
Data-parallelism, the application of data-segmentation on the problem and performing
the same task in one process on all or groups of the data segments concurrently.

Typically for data-parallelism multithreading via OpenMP is used, as it hides Operating
System specifics and provides code portability. OpenMP is a shared memory model which
requires that variables meant to be private to each thread must be explicitly declared as such
before each use. While Shadow3 was completely rewritten, it still keeps some of its variables
in global scope in order to maximise compatibility. While these variables are expected to be
removed in later releases, at the time of the development their presence meant that we would
have to delve deep in the libraries of the program and modify them in order to enforce the
LinkSCEEM-2 - RI-261600
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private scope (thread-wise) of these global variables. As a result we skipped OpenMP and
studied the task-parallel approach using OpenMPI.
OpenMPI is better suited for our problem since it uses processes instead of threads, which by
definition do not use shared memory. Each process is independent having its own copy of the
whole program. The task-parallel implementation is simple and trivial; if the original
simulation is set to use N rays then these are not segmented into chucks for each process, but
rescaled. For example if four processes are used, N*4 rays will be simulated. Each set of N
rays only differs in the initial seed for the random number generator used to model physical
effects. As such, the tracing of N*4 rays serves to improve the simulation statistics.
3.1.3

OpenCL port of FFresnel2D[5]

The FFresnel2D algorithm, as discussed, given Nr rays from a source plane (beam) calculates
the electric field, phase and intensity on a target plane (image) comprised of Np pixels.
The Fresnel-Kirchhoff integral problem is by nature data-independent and non-divergent on
the image side; the contribution of each ray must be taken into account by each pixel of the
image. However, on the source side it is data-dependent, due to memory collisions caused by
many threads trying to add their contribution to the same pixel of the image. Dataindependency can be achieved however, if the algorithm is restructured in such way that
memory collisions are avoided. The ray-based approach is complex in comparison to the
image-based approach. While the first performs better for a large number of rays and small
number of pixels, the performance of the latter as expected has the inverse behaviour. Both
approaches were studied and implemented into GPU algorithms.
Ray-based algorithm
In the ray-based algorithm each thread maps to a ray. Data-independency is achieved and
memory collisions are avoided by applying cyclic updates of the coefficients on the image.
Cyclic update is an iterative process, where the distribution of the sub-images to the blocks is
rotated in each iteration step. First (see top Figure 5), the image is segmented into Ns subimages which are distributed to the blocks accordingly. After Ns updates all sub-images will
be updated with the contributions of all the rays on all the blocks, as shown on Figure 5 (a to
d). Inside each block (Figure 5 bottom), the same method is applied to avoid memory
collisions. One sub-image is loaded in the shared memory and, iteratively, each thread
calculates the Fresnel-Kirchhoff integral for a unique pixel at any given time and updates it
(Bottom Figure 5 a to d). When the update is complete the results are stored back in the global
memory in order to be accessible by the next block that will load this sub-image. There are
two disadvantages with this algorithm, first it requires Ns kernels to be launched. Ns can be in
the order of thousands which results in added overhead. Finally, the algorithm becomes very
complex when padding needs to be taken into account.
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Figure 5. Ray-based algorithm iterative process [5].

Image-based algorithm
The image-based algorithm maps each thread to a unique image pixel. In figure 4 for
example, pixeli is mapped to threadi. The 2D image is mapped to 1D space and handled as
such internally, where the {x, y} coordinates of any pixel can be retrieved by decomposition of
the global thread index. Each thread is required to loop over all the available rays and add
their contribution.
Due to the fact that the ray-based algorithm is very complicated and offers no definite
advantage over the image-based one, support was dropped. The algorithm was developed only
as a proof of concept and was not generalised for arbitrary sizes of the source.
The resulting library for FFresnel2D, called gfresnel2d was chosen by the main developer of
Shadow3 to not be distributed as part of the application, but as a separate executable which
can post-process Shadow3 files.
The OpenMPI implementation, called trace3_mpi, is shipped with the source of Shadow3.
The source code for Shadow3 and gfresnel2d are available in the ESRF public GIT
repository:
Shadow3
https://forge.epn-campus.eu/projects/shadow3/repository
Gfresnel2d:
https://forge.epn-campus.eu/projects/gfresnel2d/repository.
Installation and testing
Gfresnel2D provides a Makefile for the compilation of the program, as well as a Python script
that uses Python Distutils and SWIG for the creation of Python bindings if necessary.
The Makefile provides multiple options. The first two are variable arguments to make while
the rest are normal arguments:
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1. PACK: Use OpenCL headers and library distributed with the gfresnel2d package.
This is very useful on systems that do not have OpenCL installed, as it will allow them
to use the program running on the CPU. By default PACK is disabled.
2. BIT: Compile for different bitness, for example create 32-bit libraries for gfresnel2d.
By default BIT is set to the bitness of the Operating system.
3. ocl_shadow: Builds gfresnel2d as a dynamic library (.so)
4. staticocl_shadow: Builds gfresnel2d as an archive library (.a)
5. gfresnel2d: Builds the actual program
6. dynamic/staticexample: Builds the example program that demonstrated the use of the
gfresnel2d API.
7. python: Creates the python bindings for the gfresnel2d API.
To compile gfresnel2d:
make gfresnel2d
make gfresnel2d PACK=1
make gfresnel2d BIT=32

Similarily for the Python bindings:
make python

If gfresnel2d is executed without arguments, it will display help on usage:
./gfresnel2d
Usage: ./gfresnel2d [input SHADOW file] [device type: [GPU|CPU|ACC|ALL|DEF] ], [dist], [nxpizel], [nzpixel],
[xmin], [xmax], [zmin], [zmax]
Example: ./gfresnel2d begin.dat cpu 10000.0 16 16 -5 5 -5 5

Two SHADOW files are included in the package, begin.dat and begin2.dat for testing the
program. Executing gfresnel2d:
./gfresnel2d begin.dat gpu 10000.0 128 128 -5 5 -5 5
Reading input file begin.dat
Running ./gfresnel2d for Rays: 5000, Image: 128x128, Dist: 10000.000000
oclSHADOW logfile: begin.log
Calling Fresnel2D
Fresnel2D (Total pure): t 246.826208(ms), t 0.246826(s)
Saving intensity to file begin.edf
Wrote 188 characters to the header
Wrote 16384 data elements (131072 bytes)

There is an optional 10th argument, test, to gfresnel2d which performs regressions tests.
For example:
./gfresnel2d begin.dat gpu 10000.0 128 128 -5 5 -5 5 test
Reading input file begin.dat
Running ./gfresnel2d for Rays: 5000, Image: 128x128, Dist: 10000.000000
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oclSHADOW logfile: begin.log
Calling Fresnel2D
Fresnel2D (Total pure): t 246.831328(ms), t 0.246831(s)
Saving intensity to file begin.edf
Wrote 188 characters to the header
Wrote 16384 data elements (131072 bytes)
Testing with Fresnel2D_gold
Calling Fresnel2D_gold
Calling Intensity_gold
Done
Fresnel2D_gold time: 14362.539000 (ms) 14.362539 (s)
Saving intensity to file begin_gold.edf
Wrote 188 characters to the header
Wrote 16384 data elements (131072 bytes)
Performing Tests with precision limit 1.000000e-05:
Global image errors: 0
image1 errors: 0
image2 errors: 0
image3 errors: 0
intensity errors: 0

gfresnel2d returns the result in an edf file format and can be loaded using the EdfFile Python
module included in the package and plotted with matplotlib (figure 5):
ipython -pylab
from EdfFile import EdfFile
image = EdfFile(“begin.edf”).GetData(0).
imshow(image, interpolation=”nearest”)

Figure 6. Intensity pattern on the target calculated by gfresnel2d with a target resolution of 128 x 128
pixels.
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Performance
The image of the result we have shown in the previous section might look nice but is not very
useful. In reality a wider view is required and many more rays and pixels for a high quality
result. We test the performance of gfrensel2d running benchmarks for different sizes of rays
and images and compare them to the reference algorithm of Shadow3, the FFRESNEL2D preprocessor. For the benchmarks an ESRF computing node is used with two quad-core Intel
XEON E5640@2,67Ghz processors, 48Gb of RAM and two Nvidia TESLA M2050 GPUs.
For FFRESNEL2D a single core is used while for gfresnel2d a single GPU.

Source resolution

Execution time of the original Fresnel2D algorithm (s)
Target resolution
32 * 32
64 * 64
128 * 128
256 * 256

512 * 512

32 * 32

0.16

0.63

2.61

10.34

41.47

64 * 64

0.63

2.50

10.37

41.37

165.84

128 * 128

2.51

10.06

41.36

165.62

663.10

256 * 256

10.02

40.14

165.49

662.52

2652.52

512 * 512

40.15

160.59

662.16

2649.95

10613.45

Table 1. Benchmark results in seconds for the original algorithm. Target resolution is in pixels (image
size) and source resolution in rays (beam size).

Source resolution

Execution time of the OpenCL-based Fresnel2D algorithm (M2050) (s)
Target resolution
32 * 32
64 * 64
128 * 128
256 * 256
512 * 512
1024 * 1024
2048 * 2048

32 * 32

64 * 64

128 * 128

256 * 256

512 * 512

1024 * 1024

2048 * 2048

0.0263
0.10
0.392
1.57
6.26
25.02
N/A

0.0276
0.10
0.407
1.62
6.48
25.93
N/A

0.0829
0.32
1.28
5.10
20.39
81.54
N/A

0.289
1.14
4.54
18.15
72.58
290.27
N/A

1.12
4.44
17.69
70.80
283.14
1132.93
N/A

4.43
17.62
70.34
281.32
1125.23
4500.51
18004.66

17.70
70.40
281.19
1124.33
4496.93
17987.69
71948.99

Table 2. Benchmark results in seconds for the OpenCL alternative executed on a Nvidia Tesla M2050
GPU. Target resolution is in pixels (image size) and source resolution in rays (beam size). Due to time
limitations we decided to focus on a small area of the time intensive runs.

It is interesting to demonstrate how a Fresnel integral solver behaves as the resolution is
increased. Being a double integral over 2D vectors tells us that it will scale to
NSourcex*NSourcey*NTargetx*NTargety or has complexity O(N2). That means that moving from a
Source and a Target with {256,256} x and y pixels or rays respectively, to a system with
{1024,1024} for the Source an Target will increase the problem (and execution time) by two
orders of magnitude.
We will only use the diagonal values on the tables, where NSource is equal to NTarget and
normalise each value with the first pair. This will allow us to directly see the slow-down of
the program as the problem size increases. Dividing the slow-down with the problem size
increase yields a value near 1 (scales linearly) if the execution time follows O(N2) and higher
if it is less than what is expected by the complexity O(N2). The results are plotted below.
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Performance scaling
Performance scaling

7
6.13

6
5
4
3

CPU

2
1

0.99

M2050 GPU

0

Increase of problem size

Figure 7. Performance scaling plot for the CPU and GPU benchmarks as the problem size increases. A
higher value for scaling is better.

As expected the original algorithm scales linearly. The OpenCL algorithm on the GPU
however, behaves very differently and only starts to scale linearly on the last data points. This
is because GPUs are massively multi-threaded devices. They can handle threads orders of
magnitude higher than their cores very efficiently. For this algorithm it took the device one
million threads until it became saturated, while it only has 384 cores.
We demonstrate also the scaling of the OpenCL algorithm on the M2050 GPU when the
Source or Target size is kept constant. As discussed in the previous section, because the
algorithm performs the parallelisation on the target it is expected to scale better when the
target size is increased and linearly when it is kept constant. The latter is directly visible on
the following plot.
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Performance scaling on the M2050 GPU
7
6.16

6
5.84

5
4

Fixed Source
3

Fixed Target

2

Combined (diagonal)

1

1.01

0
1

16

256

4096

65536

Increase of problem size

Figure 8. Performance scaling of the OpenCL algorithm executed on the M2050 GPU. The red curve
depicts how the execution time scales when the source size is increased and the target size remains
constant. The blue curve is exactly the opposite while on the green one both the source and target are
increased in the same time. A higher value for scaling is better.

Finally, the acceleration achieved by the OpenCL algorithm on the M2050 GPU is presented
below in number and as a plot. We were only able to obtain a speed-up of 37.5 mostly due to
the fact that the algorithm inherently requires double precision complex arithmetics and it
requires an amount of on-chip resources that does not allow the GPU to fully utilise all its
cores.

Source resolution

Acceleration achieved (tCPU/tGPU) by the M2050
Target resolution
128 * 128
256 * 256

32 * 32

64 * 64

512 * 512

32 * 32

6.08

22.83

31.48

35.78

37.03

64 * 64

6.33

24.27

32.31

36.29

37.35

128 * 128

6.40

24.72

32.31

36.48

37.48

256 * 256

6.38

24.78

32.45

36.50

37.46

512 * 512

6.41

24.78

32.47

36.51

37.48

Table 3. Speed-up of the OpenCL Fresnel2D algorithm on the M2050 GPU over the original algoritm
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Acceleration achieved by the M2050
40
37.48
35

Acceleration

30
25
20
15
10
5
0
32 * 32

64 * 64

128 * 128

256 * 256

512 * 512

Source resolution
Target resolution 32 * 32

Target resolution 64 * 64

Target resolution 128 * 128

Target resolution 256 * 256

Target resolution 512 * 512

Combined

Figure 9. Plot of the achieved acceleration. Note again that for constant target size the acceleration does
not increase as the overall problem size increases.
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4 XTLS
Introduction
XTLS is part of a toolbox focused on the simulation of X-ray beam propagation through
Transfocators. As such it does not provide traditional X-ray ray-tracing capabilities as
Shadow3. In respect to the simulation technique for free-space wave propagation, XTLS uses
the Fresnel – Kirchoff integral much like Shadow3, but for the 1D case.
Implementation
4.1.1

Selection of algorithms to be ported

XTLS only uses a 1D Fresnel – Kirchhoff solver. The algorithm is quite similar with
Ffresnel2d of Shadow3 and very compute-intensive alike. Only the solver needs to be ported.
4.1.2

OpenCL port of XTLS

The similarities with the already developed gfresnel2d algorithm, plus the reusability of the
developed code, made XTLS an excellent candidate. Lessons learnt from gfresnel2d made it
clear that only image-based parallelisation needed to be implemented. The OpenCL port
makes use of the OpenCL Toolbox for trouble free device selection and JIT compilation.
XTLS is written in C++ with a class called CPropagator being responsible for the execution
of the Fresnel algorithm. A new class was added, clPropagator and the main program slightly
modified to allow the selection of the C++ or OpenCL implementation of the algorithm
The OpenCL 1D Fresnel1D algorithm was implemented as a library around the structure of
the C++ high layer of our toolbox. It can be used separately if desired and a small program
was implemented that uses it along with the algorithm of the original program for
benchmarking and regression tests.
The XTLS source code will be publicly available in mid-July. The main author had requested
that, even though it is open source, it should not be disclosed until the publication for XTLS is
accepted.
Installation and testing
4.1.3

Installation

XTLS is designed for Linux and provides a Makefile for the compilation and installation of
the program. Dependency libraries are not redistributed and must be priory installed. The
required packages for XTLS are the following:
 GSL BLAS
 LIBRT general programming library
 CURL multiprotocol file transfer library
 LIBPNG official PNG image reference library
 LIBPNG12
 LIBPNG14
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NEON client library for HTTP (with gnuTLS enabled)
GMP multi-precision library
LAPACK
FFTw3
LIBNCURSES terminal handling library
A GNU g++ compiler with OpenMP support
An OpenCL development kit

The required packages for the Fresnel 1d OpenCL algorithm alone are:
 A GNU g++ compiler
 An OpenCL development kit
To build XTLS without OpenCL support:
make xtls-super

To build XTLS with OpenCL support:
make xtls-gpu

To build the 1D Fresnel propagator OpenCL library alone:
make liboclProp.so

4.1.4

Testing

The implementation provides a program that performs regression tests on the library by
evaluating the results of the OpenCL implementation with those of the original algorithm.
To perform the tests:
cd opencl_fresnel
make test
./test platform device incoming_beam outgoing_beam

For example:
./test 1 0 200 200
Running Propagator on Device (1,0) for N_inc 200 and N_out 200
C propagator with 1 threads
CPU TIME: 4.028000 (ms) 0.004028 (s)
Selected device: (1.0) GeForce GTX 580.
Fresnel1D OpenCL (pure): t 2.095712(ms), t 0.002096(s)
Checking for errors
No errors

Performance
For the purpose of benchmarking, two ESRF Linux computing nodes were used. The first is
the same used for Shadow3 with two quad-core Intel XEON E5640@2,67Ghz processors,
48Gb of RAM and two Nvidia TESLA M2050 GPUs. The second is a development desktop
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Source resolution (in rays)

with a quad-core Intel XEON W3520 @ 2.67 Ghz processor, 12Gb of RAM and a Nvidia
GTX 580 GPU. The original CPU algorithm was set to only use one thread for the purposes
of the benchmark.

256
512
1024
2048
4096
8192
16384
32769
65536
131072
262144

Execution time of the original Fresnel1D algorithm on the XEON E5640 CPU (s)
Target resolution (in pixels)
256
512 1024 2048 4096 8192 16384 32769 65536 131072 262144
0.0071 0.0158 0.0283 0.0565 0.113 0.226 0.459 0.904
1.82
3.62
7.25
0.0141 0.0282 0.0566 0.113 0.236 0.452 0.910
1.82
3.63
7.32
14.59
0.0283 0.0566 0.113 0.226 0.452 0.917
1.81
3.63
7.26
14.54
29.06
0.0565 0.113 0.226 0.465 0.904
1.82
3.62
7.29
14.51
29.08
58.19
0.113 0.226 0.452 0.909
1.81
3.64
7.25 14.54
29.16
58.15 116.39
0.231 0.452 0.904
1.82
3.63
7.27 14.53 29.07
58.14 116.21 232.58
0.452 0.904
1.81
3.62
7.28 14.54 29.04 58.12 116.21 232.35 465.08
0.925
1.84
3.65
7.28 14.55 29.07 58.15 116.33 232.56 464.99 929.79
1.83
3.62
7.26 14.52 29.07 58.06 116.18 232.28 464.34 929.35 1858.45
3.63
7.26 14.53 29.03 58.13 116.20 232.19 464.41 928.93 1859.11 3714.22
7.26

14.49

29.00

58.00 115.94 231.93 463.84 927.80 1855.50 3711.02 7422.16

Source resolution (in rays)

Table 4. Benchmark results in seconds for the original algorithm executed on Intel XEON E5640 CPU.
Target resolution is in pixels (image size) and source resolution in rays (beam size).

256
512
1024
2048
4096
8192
16384
32769
65536
131072
262144

Execution time of the OpenCL-based Fresnel1D algorithm on the GTX580 GPU (s)
Target resolution (in pixels)
256
512 1024 2048 4096 8192 16384 32769 65536 131072 262144
0.0022 0.0021 0.0021 0.0020 0.0022 0.0033 0.0061 0.0114 0.0209 0.0397 0.0766
0.0042 0.0042 0.0041 0.0041 0.0044 0.0065 0.0121 0.0228 0.0417 0.0792 0.153
0.0083 0.0083 0.0082 0.0081 0.0087 0.0130 0.0242 0.0456 0.0834 0.158 0.306
0.0163 0.0163 0.0162 0.0162 0.0174 0.0259 0.0483 0.0910 0.167 0.317 0.612
0.0324 0.0324 0.0323 0.0322 0.0348 0.0517 0.0966 0.182 0.334 0.633
1.22
0.0648 0.0647 0.0646 0.0644 0.0698 0.103 0.193 0.364 0.667
1.27
2.45
0.129 0.129 0.129 0.128 0.139 0.206 0.386 0.728
1.33
2.53
4.90
0.259 0.258 0.258 0.257 0.279 0.414 0.775
1.46
2.68
5.07
9.80
0.518 0.517 0.515 0.513 0.558 0.826
1.55
2.91
5.34 10.13 19.60
1.04
1.03
1.03
1.03
1.12
1.65
3.10
5.83 10.71 20.28 39.22
2.07

2.07

2.06

2.05

2.23

3.31

6.20

11.67

21.43

40.55

78.46

Table 5. Benchmark results in seconds for the OpenCL alternative executed on a Nvidia GTX580 GPU.
Target resolution is in pixels (image size) and source resolution in rays (beam size).
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Execution time of the OpenCL-based Fresnel1D algorithm on the M2050 GPU
Target resolution (in pixels)
256
512 1024 2048 4096 8192 16384 32769 65536 131072 262144
0.0030 0.0029 0.0028 0.0029 0.0034 0.0050 0.0098 0.0190 0.0341 0.0630 0.121
0.0057 0.0057 0.0056 0.0059 0.0068 0.0101 0.0196 0.0377 0.0674 0.126 0.243
0.0111 0.0111 0.0111 0.0117 0.0135 0.0201 0.0393 0.0755 0.135 0.252 0.486
0.0220 0.0219 0.0218 0.0234 0.0271 0.0402 0.0786 0.151 0.269 0.504 0.971
0.0438 0.0437 0.0436 0.0466 0.0542 0.0805 0.157 0.302 0.538
1.01
1.94
0.0875 0.0874 0.0872 0.0934 0.109 0.161 0.314 0.605
1.08
2.01
3.89
0.175 0.174 0.174 0.186 0.217 0.321 0.629
1.21
2.15
4.03
7.77
0.350 0.349 0.348 0.373 0.435 0.644
1.26
2.46
4.31
8.07 15.57
0.699 0.697 0.695 0.746 0.868
1.29
2.52
4.90
8.61 16.11 31.08
1.40
1.40
1.39
1.49
1.74
2.58
5.05
9.81 17.24 32.30 62.31
2.80

2.79

2.78

2.99

3.48

5.16

10.09

19.63

34.48

64.59 124.63

Table 6. Benchmark results in seconds for the OpenCL alternative executed on a Nvidia Tesla M2050
GPU. Target resolution is in pixels (image size) and source resolution in rays (beam size).

As with the results of gfresnel2d, it is interesting to compute the scaling in the same way and
demonstrate the efficiency of GPUs when treating a vast number of threads.

Performance scaling

Performance scaling over size increase
30

29.37

25

24.92

20
15
XEON CPU
GTX580 GPU

10

M2050 GPU
5
1.00
0

Problem size increase

Figure 10. Performance scaling plot for the CPU and GPU benchmarks as the problem size increases. A
higher value for scaling is better.

With 262144 threads none of the GPUs is yet saturated. The efficiency will still be increasing with the
problem size up to a point.
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Performance scaling on the GTX580 and M2050
GPUs

Performance scaling

35
30

29.35

25

24.90
GTX580 Fixed Target

20

GTX580 Fixed Source
15

GTX580 Combined
M2050 Fixed Target

10

M2050 Fixed Source
M2050 Combined

5
0

Problem size increase

Figure 11. Performance scaling of the OpenCL algorithm executed on the GTX580 and M2050 GPUs. A
higher value for scaling is better.

Since the OpenCL algorithm performs the parallelisation on the Target the above plot show
how it behaves as we increase each size separately or together.

Source resolution (in rays)

Finally, we calculate the speed-up obtained by the GTX580 and M2050 GPUs over the
original algorithm.

256
512
1024
2048
4096
8192
16384
32769
65536
131072

Acceleration achieved (tCPU/tGTX580) by the GTX580 GPU
Target resolution (in pixels)
256 512 1024 2048 4096 8192 16384 32769 65536
3.22 7.45 13.70 27.77 51.47 69.31 75.85 79.40 87.10
3.36 6.67 13.74 27.87 53.94 69.47 75.29 79.78 87.06
3.43 6.85 13.77 27.94 51.83 70.77 74.81 79.66 87.06
3.48 6.95 13.96 28.78 51.91 70.27 74.96 80.07 87.00
3.50 6.98 14.00 28.23 51.91 70.51 75.11 79.87 87.40
3.56 6.98 13.99 28.26 51.97 70.32 75.25 79.82 87.12
3.50 7.00 14.08 28.20 52.29 70.47 75.16 79.80 87.08
3.57 7.13 14.18 28.36 52.18 70.30 75.00 79.82 86.85
3.53 7.00 14.08 28.29 52.12 70.29 75.14 79.72 86.97
3.51 7.02 14.10 28.29 52.10 70.24 74.86 79.64 86.71

262144 3.51 7.01 14.07 28.23 51.95 70.11

74.77

79.53

86.59

131072
91.20
92.46
91.85
91.85
91.84
91.76
91.74
91.74
91.72
91.69

262144
94.70
95.28
94.92
95.03
95.02
94.93
94.92
94.84
94.82
94.70

91.51

94.59

Table 7. Speed-up of the 1D OpenCL Fresnel algorithm on the GTX580 GPU over the original algorithm.
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Acceleration achieved (tCPU/tM2050) by the M2050 GPU
Target resolution (in pixels) - M2050 GPU
256 512 1024 2048 4096 8192 16384 32769 65536
2.39 5.52 10.16 19.20 33.24 44.80 46.72 47.66 53.24
2.49 4.94 10.19 19.26 34.75 44.89 46.41 48.12 53.88
2.54 5.08 10.20 19.29 33.36 45.59 45.97 48.09 53.93
2.57 5.15 10.35 19.88 33.41 45.25 46.07 48.34 53.90
2.59 5.17 10.38 19.48 33.36 45.26 46.12 48.07 54.15
2.63 5.17 10.37 19.49 33.39 45.11 46.30 48.03 53.96
2.59 5.19 10.43 19.44 33.58 45.26 46.14 48.04 53.96
2.64 5.27 10.50 19.52 33.48 45.13 46.13 47.35 53.91
2.62 5.19 10.44 19.48 33.50 45.10 46.08 47.41 53.93
2.60 5.20 10.45 19.46 33.44 45.02 46.00 47.32 53.88

262144 2.60 5.19 10.42 19.43 33.33 44.94

45.97

47.26

53.82

131072
57.39
58.16
57.73
57.75
57.76
57.72
57.71
57.60
57.69
57.56

262144
59.73
60.07
59.84
59.90
59.89
59.86
59.86
59.70
59.79
59.61

57.45

59.55

Table 8. Speed-up of the 1D OpenCL Fresnel algorithm on the M2050 GPU over the original algorithm.
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Figure 12. Speed-up of the 1D OpenCL Fresnel algorithm on the GTX580 GPU over the original
algorithm.
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Figure 13. Speed-up of the 1D OpenCL Fresnel algorithm on the M2050 GPU over the original algorithm.

The original algorithm of XTLS is two times faster than the algorithm in use by Shadow3.
The primary cause for this is that the first algorithm uses approximations as it is more
specialised than the one in Shadow3. These approximations also reduce the required cache
resources on the GPU and the latter can utilise its processing units more efficiently.
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5 PyFAI
Description
PyFAI’s main purpose it to perform azimuthal integration on powder diffraction images. This
type of integration, as the name suggests, is the summation of the intensity rings for the 1D
case and arcs for the 2D case (see figure 4). Azimuthal integration is cumbersome because the
present distortion transforms simple square pixels into complex rectangles with a different
area. Interpolation and pixel-splitting techniques need to be applied in order to ensure that the
intensity of a distorted pixel is distributed proportionally.

Implementation
5.1.1

Selection of algorithms to be ported

The only bottleneck in PyFAI and similar programs is the integration itself. In a modern
computing node and a typical image size of 4MPixels around 200 milliseconds or else 5
images per second can be processed. Processing at that rate is satisfactory for offline dataanalysis. In the case of online data-analysis however, where the rate of acquisition by the
detector can reach up to 60 images per second, PyFAI and similar programs are more than 10
times slower than what is required to keep up with the experiment.

5.1.2

OpenCL port of PyFAI

Performing azimuthal integration on a GPU is very challenging. In the most simplistic case a
1D azimuthal integration is a 1D histogram weighted by the frequency. This approach will
general give a correct overall shape for the integration curve but it will be far from smooth.
Such an algorithm is straightforward on sequential programming, only a few lines of code are
required. In the case of parallel architectures, histograms pose many challenges. If threads
correspond to the input image pixels, then the problem is not data-independent as many
threads may update the same bin of the histogram. Thread concurrency can be counter-acted
with the use of atomic operations but these are costly in performance. If threads are mapped to
the histogram itself, then each thread in the worst case must read the entire image which
makes it very inefficient. For the first parallelisation approach a typical solution is to create
many small histograms thus minimising the effect of concurrency. Unfortunately the
performance benefit of a GPU over a CPU will be small.
If a more correct implementation is needed then partial pixel-splitting must be applied. In
partial pixel-splitting the value sampled is not a point but a rectangle with the value being
distributed over its area. The size of the rectangle is approximated to the size of a bin and the
value gets interpolated on its two adjacent bins. The limitations in performance are exactly the
same as in the previous case, but now due to the added operations the difference in
performance between GPU and CPU will be greater.
In full pixel-splitting no approximations are made on the size of the rectangle. This means that
a square does not only spread its intensity to two bins, but to an arbitrary number depending
on its size. The limitations are the same as before, but in addition now threads may perform a
different amount of operations on the histogram. The latter, called divergent branching is in
LinkSCEEM-2 - RI-261600

33

04/07/2012

D12.3 & D12.4

Deliverable Report

general detrimental for GPU performance and can even render a GPU algorithm unable to
execute.
An OpenCL library for GPU-accelerated azimuthal integration was developed based on the
last case. Various vectorisation techniques were applied to eliminate thread execution
diversity and make the algorithm possible.
The developed library is using the OpenCL Toolbox and the C++ layer, implementing
different classes for various functionalities. Two main classes are the most important, one for
1D integration and the other for 2D. The library is optimised for interactive use, since the
parent program is written in Python. Active devices can be changed on runtime at any time.
Similarly, various settings can be switched on and off at any given point, such as the ability to
use masks and regions of interest. A Python interface is provided, using SWIG, for testing the
library directly. However, the release of PyFAI with the GPU-accelerated library uses Cython
to bind the latter in an effort to remove additional dependencies from PyFAI.
PyFAI and the OpenCL algorithms are hosted and are publicly available by ESRF’s public
Subversion (SVN) repository.
http://forge.epn-campus.eu/repositories/azimuthal
Nightly builds and source code for PyFAI can be found at the main developer’s GIT
repository on GitHub:
https://github.com/kif/pyFAI
Installation and Testing
5.1.3

Installation

PyFAI offers a debian package and a smart compilation script based on Python Dustutils.
In order to compile the standalone library and its Python bindings for testing:
make libazim python

Two examples are provided for the use of the library, one for C++ (example.cpp) and one for
Python (example.py) as well as test data (data2k.dat, tth2k.dat, dtth2k.dat, chi2k.dat and
dchi2k.dat)
5.1.4

Testing

Due to the interactive nature that PyFAI is used and especially its capability to run
indefinitely in server-listening mode, apart from testing for correctness also rigorous testing
for memory leaks was required. It has to be taken into account that a user can call the library’s
methods in the wrong order or with wrong parameters. The developed library takes care of
both and it has been tested. For example in the event that a user tries to load the array with the
distortion correction data, without having chosen a device first, the call will return doing
nothing but giving an error and that a device should be selected first using the init() method.
Regression tests are performed by evaluating the results of the GPU-accelerated library versus
the standard PyFAI integrator.
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Figure 15. Example of a 1D Azimuthal integration

Figure 14. Example of a 1D Azimuthal integration.

5.1.5

Performance

Jerome Kieffer, the main developer of PyFAI, conducted benchmarks for both the in-built
PyFAI integration and the integration performed by the OpenCL extension. These
benchmarks are listed below and are the official benchmarks for the SRI 2012 publication of
PyFAI. Note that all the execution times listed are measured on the PyFAI side for the whole
azimuthal integration process, except for the required one-time initialisation. As such, the
times include Python – C interface overhead (which is minimal), CPU-GPU memory copies
and about two milliseconds of overhead for each megapixel originating from some data
conversions performed on the Python level. These conversions are planned to be integrated
into the OpenCL library when this extension is used in order to minimise latency.
Since the 2D integration OpenCL extension is not fully integrated into PyFAI, only the 1D
version was benchmarked. By default the OpenCL extension uses double precision for the
integration. 1D integration may explicitly be used if additional speed is required or the
graphic card does not support double precision, but round-off errors will be higher.
Benchmarks: Average timing over 10 azimuthal integration, best result out of 5 runs.
CPU: Intel(R) Xeon(R) CPU
E5520 @ 2.27GHz
GPU: GeForce GTX 580
Camera type

Integration 1D
on CPU

Integration 2D
on CPU

Integration 1D
on GPU (32 bits)

Integration 1D
on GPU (64 bits)

Pilatus 1M

59.2 ms

332.8 ms

5.5 ms

6.6 ms

Half Frelon (1k x 2k)

111.3 ms

673.6 ms

7.8 ms

12.9 ms

Frelon (2k x 2k)

243.7 ms

1370.3 ms

16.9 ms

29.7 ms

Pilatus 6M

389.3 ms

2000.2 ms

26.6 ms

43.0 ms

Fairchild (4k x 4k)

921.2 ms

5762.6 ms

82.8 ms

100.7 ms
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Benchmarks: Average timing over 10 azimuthal integration, best result out of 5 runs.
CPU: Intel(R) Xeon(R) CPU
X5690 @ 3.47GHz
GPU: Tesla C2075
Camera type

Integration 1D
on CPU

Integration 2D
on CPU

Integration 1D
on GPU (32 bits)

Integration 1D
on GPU (64 bits)

Pilatus 1M

41.2 ms

231.3 ms

6.0 ms

7.5 ms

Half Frelon (1k x 2k)

77.6 ms

466.2 ms

8.5 ms

14.7 ms

Frelon (2k x 2k)

167.1 ms

954.9 ms

18.8 ms

35.2 ms

Pilatus 6M

269.3 ms

1379.0 ms

30.4 ms

51.1 ms

Fairchild 16M

644.3 ms

4096.8 ms

86.5 ms

104.4 ms

Images per second

The overhead for images of 4 Megapixel and larger, even though not visible here, start to
govern the benchmark metrics. Especially for the Fairchild camera, the Python postprocessing consumes 40% of the total processing time.

Processing rates (pyFAI on CPU, OpenCL on
GPU)
160
140
120
100
80
60
40
20
0

Pilatus 1M

H. Frelon (2M)

Frelon (4M)

Pilatus 6M

Fairchild (16M)

E5520 CPU

16.89

8.98

4.10

2.57

1.09

X5690 CPU

24.27

12.89

5.98

3.71

1.55

C2075 GPU

133.33

68.03

28.41

19.57

9.58

GTX580 GPU

151.52

77.52

33.67

23.26

9.93

Figure 16. The rates at which each algorithm and device can process images from various detectors. Only 1D
integration is shown. On the CPUs the pyFAI algorithm was used, while on the GPUs the OpenCL extension
with double precision.

Despite the high overhead, which is expected to be resolved soon, PyFAI is currently the only
program known to us that can keep pace with or even outpace modern high data throughput
detectors. Thus, real-time data analysis on high-resolution Powder Diffraction and SAXS
experiments is now possible. Moreover, PyFAI manages that not only via GPUs but also on
the CPU side. As it is designed to be pipelined, it is very simple to queue images to be
processed in parallel by different PyFAI instances. For example, Frelon can provide images
with a rate of 30 images per second and Half Frelon with a rate of 60 frames per second. The
XEON X5690, a six-core CPU, can theoretically1 process up to 33 images per second for the
Frelon and up to 76 images for the Half Frelon.

1

Without taking into account saturation of the RAM bandwidth and the CPU cache. Such benchmarks have not
been made yet for pyFAI.
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Speedup of OpenCL extension over the X5690 CPU

Acceleration (tCPU/tGPU)
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1
0
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Frelon (4M)
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C2075 GPU

5.49

5.28

4.75

5.27

6.17

GTX580 GPU

6.24

6.02

5.63

6.26

6.40

Figure 17. Acceleration of the double precision OpenCL extension over pyFAI on the X5690 CPU for the
complete processing for 1D azimuthal integration.

Even though there is room to improve the performance of the OpenCL algorithm, we opted
for features on the limited amount of available time. Since the algorithm meets the
performance goals, we preferred to focus on improving the extension as a whole.
The achieved acceleration is normal for such kind of algorithms. Histograms are by design not
suitable for GPUs, but with careful optimisations they can be made efficient. Finally, the
acceleration measured is over the complete processing. That means the benchmarks are not
purely done on the algorithm but they also include memory operations between the GPU and
the CPU and other overheads.
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6 Conclusion
In the short timeframe of roughly 8 months, 3 programs were accelerated using OpenCL.
Development of the accelerated libraries was greatly accelerated thanks code reuse and the
toolkit that was developed. All the programs chosen were for common simulation and dataanalysis needs of the ESRF and the SESAME.
Finally, work on Shadow3 has already been published [4] and the rest are expected to yield
publications as desired by the project. Posters and abstracts for PyFAI and XTLS have been
accepted for the SRI 2012 Synchrotron Radiation Instrumentation conference. We have high
hopes that PyFAI will become the next de-facto library for azimuthal integration, at least at
the ESRF and will create references for LinkSCEEM-2.
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