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Non-Disclosure Agreement. Typically signed between vendors and customers working
together on products prior to their general availability or announcement.
Network-on-a-Chip
Network File System
Network Interface Controller
Open Computing Language
Open Graphic Library
Open Multi-Processing
Operating System
Parallel Network File System
Portable OS Interface for Unix
Partnership for Advanced Computing in Europe; Project Acronym
Partnership for Advanced Computing in Europe – First Implementation Phase
Partnership for Advanced Computing in Europe – Research Infrastructure
Random Access Memory
Software Development Kit
Solid State Disk or Drive
Tera (= 240 ~ 1012) Bytes (= 8 bits), also TByte
Total Cost of Ownership. Includes the costs (personnel, power, cooling, ...) in addition
to the purchase cost of a system.
Tera (= 1012) Floating-point operations (usually in 64-bit, i.e. DP) per second, also
TF/s
Denotes the apex of a conceptual pyramid of HPC systems. In this context the
PRACE Supercomputing Research Infrastructure would host the Tier-0 systems;
national or topical HPC centres would constitute Tier-1
Uniform Interface to Computing Resources. Software for seamless access to
distributed resources.
Virtual Organization
Virtual Research Community

NoC
NFS
NIC
OpenCL
OpenGL
Open MP
OS
pNFS
POSIX
PRACE
PRACE-1P
PRACE
RAM
SDK
SSD
TB
TCO
TFlop/s
Tier-0

UNICORE
VO
VRC

LinkSCEEM-2 - RI-261600

v

25/07/2013

D9.3

Report on user applications ported and tuned on the CaSToRC infrastructure

Executive Summary
Work Package 9 has adopted a multi-pronged approach to the porting and tuning of user
applications. It has conducted specific efforts to improve the productivity for all users through a
number of initiatives:


Adoption of the EasyBuild framework for the installation and management of software
packages (including any dependencies they may have);
 Contribution to the development of EasyBuild particularly in relation to GPU-enabled
applications;
 Investigation of simultaneous multithreading mode as a zero-cost boost in performance for
some applications;
 Documentation of common factors that have potentially high impact on simulation
performance (such as compilation options, I/O, file system parameters…);
 Installation and education in performance analysis tools to inform assist users in conducting
reliable performance analysis of their codes and assist in pin-pointing performance
bottlenecks.
Such activities impact all users of the system, both existing and future. WP9 also recognises that it is
frequently necessary to provide specific assistance to users to adapt and improve their applications.
Such instances include:


EMAC – detailed performance analysis of the application was made and currently specific
focus is on improving the chemistry performance of the code;
 Radiation column-model – a sub-model of EMAC, data redundancy has been reduced by a
factor of 1000, I/O methods have been modernised and a benchmarking methodology
introduced,
 AEROPT – Another sub-model of EMAC, the main sub-routine was rewritten in a more
modern and versatile coding style;
 NAMD – analysis of the impact of the GPU implementation of NAMD in collaboration with
users of the application;
 AUSTAL – Consultation meetings were held with Director and the Head of Air Quality of the
Department of Labour Inspection (DLI) to evaluate how to port this model to the Cy-Tera
architecture;
 CFD Application – Skype meetings were held with a group in Greece to assist in the
parallelisation of a computational fluid dynamics code;
 GPU Workshop – A number of Production Access users were invited to a workshop in Cyprus
to allow them to evaluate GPU-enabled versions of their applications with the assistance of
LinkSCEEM experts.
Finally the Work Package has continually given input into the training program within the LinkSCEEM
project in areas such as:



MPI and OpenMP – Balanced exposure to both paradigms is advised as hybrid code structure
is likely to become increasingly important;
GPU Programming – Overviewing all GPU methods as they became available including CUDA,
OpenCL and, more recently, OpenACC;
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Performance Analysis – Provide detailed tutorials to both users and administrators in the
methodologies and tools in this area;
 Community Developed Applications – the complexity in developing modern applications has
led to a growth in community codes where people contribute to an existing code-base. WP9
has increasingly encouraged the user community to take advantage of the existing scientific
applications since the level of effort to achieve real scientific results is considerably lower in
that approach.
The WP intends to continue with this approach since it has proven both productive and progressive
to date. With the implementation of the new LinkSCEEM Training Portal, the WP will also contribute
in generating content to populate this tool.

LinkSCEEM-2 - RI-261600
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1 Introduction
Part of the main goals of Work Package 9 “Cross-Disciplinary Activities” is to assist users in the
efficient porting and tuning of their applications. WP9 considers the term “users” in a very broad
sense. Certainly, they are the people involved in Calls for Proposals who have been allocated
resources within LinkSCEEM but the WP also recognizes that the HPC community is growing in the
region and that, over the projects lifetime, the range of applications and requirements is likely to
grow rapidly. For this reason we have adopted a multi-pronged approach to the porting and tuning of
user applications:


Create a framework that pre-emptively addresses user needs
Through a combination of externally developed tools (such as EasyBuild and the VI-HPS
toolkit), hardware configuration (such as implementing SMT mode) and proper
documentation of frequently used optimization options we can provide users with either a
pre-optimized application that has been tested on the system or with the tools so that they
build such an application themselves
 Provide specific assistance when necessary
While the first point casts a wide net there is always a need for specific assistance for users
to help them get things working in an efficient way. The WP has assisted in the porting of a
number of applications as well as provided consulting services to people seeking to port
applications to the LinkSCEEM resources
 Contribute to Training Activities as frequently as possible
The project carries out a significant amount of Training activities and WP9 has repeatedly
tried to promote how to efficiently use the resources available. In particular it has heavily
promoted GPU methods and usage since the GPUs form the bulk of the performance of the
Cy-Tera system
Together these activities have attempted to ease the transition of users to LinkSCEEM resources and
provide a comprehensive and coherent environment that allows them to carry out their research
with a minimum of technical overhead.

LinkSCEEM-2 - RI-261600

3

25/07/2013

D9.3

Report on user applications ported and tuned on the CaSToRC infrastructure

2 Porting and Tuning of HPC Applications
The WP addressed generic user needs by becoming part of an effort to create a standardized means
for adding software to HPC systems. The WP is an active contributor to the EasyBuild framework
described in this Section.
We have also attempt to provide users with all they need to efficiently port their applications to our
environments. This includes




2.1

documentation on topics such as common optimization options for compilers on the
systems, efficient parallel I/O, how to use installed applications…
investigating the use of simultaneous multi-threading for common applications
providing a comprehensive set of performance analysis tools for those that wish to do
extensive optimization of their application

EasyBuild

On an HPC system, many different compilers and software libraries need to be available.
Furthermore, different versions of the same compiler or library are needed to be available on the
system. It is not feasible to manually configure the environment variables of the shell to use the
different versions of the available compilers and software libraries. It is also a requirement of many
users of the system to have different versions of the same software compiled using different
configurations, for instance, single precision and double precision. Because of these reasons, there is
a need for a solution that can automatically manage the configuration of the shell and the
environment variables in a transparent way with a friendly and easy to use interface and, ideally, to
actually build the required software packages for the system.
The software EasyBuild1 provides such an installation framework.

Modules
“Modules” is a package that provides the dynamic configurations of the shell for applications. In HPC
environments, it is very important to have the Modules environment in order to cleanly and
automatically control the applications on the system. The importance of having a Modules
environment on HPC systems can be summarized by the following points:

1



Easy and automatic management of the selection of different compilers and basic software
libraries such as MPI and mathematical libraries.



Making different versions of the same software available on the system side-by-side. Those
versions may be installed from different releases of the software or different compilation
options (using different compilers or different precision options).



Clean and automatic management of the selection of different versions of the same software
package.



Having module files for all the available software on the system enables loading the modules
of the dependencies of software applications automatically.

https://github.com/hpcugent/easybuild
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What is Easybuild?
EasyBuild is a software installation framework, built on top of the modules concept, which allows the
installation of software in a structured and robust way. EasyBuild uses Python scripts to automate
the installation of software packages. The impact of installing EasyBuild on HPC systems includes:


Making software installation from the source code easier by resolving the dependencies from
the modules environment or by automatically installing the needed dependencies.



Installation and configurations are done using an EasyBuild file (.eb file) which can be used
on different systems or reused on the same system to reinstall the software application.



Automatic and independent installation of multiple versions of software side-by-side.



EasyBuild automatically creates Module files for the installed software.



Easily and automatically cloning of the software environment available on a HPC system to
be installed on another system using only .eb files.

As stated above, EasyBuild enables the cloning of software environment available on a system to be
installed on another system using .eb files. This helps in making the software environment available
on the HPC systems on the system conform to a standard. It also reduces the effort needed for
adding .eb files for the software applications that are not supported in the current version of
EasyBuild: each HPC site contributes to EasyBuild by adding .eb files for a subset of the software
needed to be installed on the systems.
Currently, EasyBuild v1.6.0 supports 314 different software packages with more than 1500 different
configurations.

Basic structure of Easybuild and requirements for installation
The installation of EasyBuild requires Python 2.4 or more and Module environment to be installed on
the system. EasyBuild consists of a set of Python modules and scripts that are used to read the .eb
easyconfig files to configure and install the needed software package. EasyBuild framework consists
of a set of toolchains and easyblocks which are Python modules providing implementation of a build
procedure.

2.1.1 Easybuild within LinkSCEEM
The LinkSCEEM sites are actively involved in Easybuild and have adopted the framework to
coordinate their environments and maximize the available software (and its efficiency) at each site.

LinkSCEEM-2 - RI-261600
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Figure 1 Group picture during 3rd EasyBuild hackathon @ Nicosia, Cyprus

From the 11th to the 13th of March 2013, a workshop on Easybuild was held at the Cyprus Institute.
This workshop was intended for system administrators from the region to familiarize them with the
software and, in particular, to move towards supporting GPU enabled applications in the frame work.
There were 16 participants at the workshop and also a special video presentation from NVIDIA was
given on their efforts to create a GPGPU toolbox for sysadmins and user support teams (which may
well use Easybuild).

2.2

Simultaneous Multithreading

Simultaneous multithreading (SMT) allows the efficient execution of independent threads on
superscalar CPU architectures. From the user’s perspective, an SMT enabled system provides more
cores than physically available. Several of these virtual cores are emulated by each physical core,
taking advantage of the core's superscalar architecture to execute instructions for the virtual cores in
parallel. In doing so, the performance of a multithreaded application generally does not scale linearly
with the number of virtual cores, but, depending on the application, a performance increase of up to
50% on a double-threaded core is not uncommon.
The Intel Xeon X5650 installed in Cy-Tera supports two simultaneous threads per core. Thus, if SMT
mode is enabled, the two hexa-core CPUs on each Cy-Tera node allow the execution of 24 threads in
parallel versus 12 threads for disabled SMT. At present, SMT mode is disabled on Cy-Tera.

LinkSCEEM-2 - RI-261600
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Figure 2 EMAC SMT-benchmark. Wall-clock versus simulation time with (blue) and without (red)
utilising SMT.

We have evaluated the benefits to be expected by enabling SMT mode for two applications
commonly used on Cy-Tera: EMAC and GROMACS. To do so without having to alter the SMT mode on
Cy-Tera during production phase, we have performed the tests on another IBM/Intel system with
enabled SMT mode, namely Hydra at Rechenzentrum Garching (RZG). Hydra uses more recent Xeon
CPUs (E5-2670) but for our purpose the system is similar enough to Cy-Tera.
The ECHAM/MESSy atmospheric chemistry model (EMAC) is known to benefit a lot from SMT. From
IBM/Power6 systems, users generally report a performance increase of about 30 %. To substantiate
this experience and to verify if it is also valid for the Intel machines, we have performed EMAC runs
on one Hydra node utilising all 32 virtual cores as well as runs using only one thread per physical
core. The benchmark results are shown in Fig. 1.
From the slope of a line interpolating the results we obtain the wall-clock time required to simulate
one model day:
No SMT:

1074 s

SMT:

826 s

This means a performance increase of 23 % if SMT is utilised. Conversely, without SMT, 30 % more
wall-clock time is required. Note that the benefit of SMT outperforms the penalty for using twice as
many MPI tasks. Even though the exact numbers might differ for other EMAC setups than the one
used here, they are consistent with previous experiences and very well represent the order of
magnitude of the expected performance increase.
The second application we used for testing is the GROningen MAchine for Chemical Simulations
(GROMACS). We have chosen a very simple setup which comes with the programme code
(share/gromacs/tutor/water) which is certainly not representative for the most common use cases

LinkSCEEM-2 - RI-261600
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but of interest for another reason. Our benchmarks on one node yielded the following number of
simulation time steps per wall-clock time:
No SMT:

10400 steps / s

SMT:

9600 steps / s

Using SMT thus decreased the performance by about 10 % (note that we use GROMACS 4.5.5 which
in contrast to very recent versions has no shared-memory parallelisation). This setup serves as
example for an application for which you don't want to use SMT.
From the benchmarks on Hydra we conclude, that on the one hand there are applications like EMAC
which vastly benefit from SMT but on the other hand there are others, like the mentioned GROMACS
setup, which on the contrary suffer a performance penalty. The remaining question to be answered
is, if the latter type of application already shows a performance hit by simply enabling but ignoring
SMT mode. If not, we see no reason for having SMT disabled on Cy-Tera.
To approach that question, we have configured the Cy-Tera prototype Prometheus at CaSToRC to run
four nodes in SMT mode while for the remaining nodes SMT mode was switched of. We then let
exactly the same GROMACS configuration which ignores the SMT mode run on both sub-clusters.
The following number of simulation time steps per wall-clock time was measured:
SMT mode disabled:

11100 steps / s

SMT mode enabled:

9900 steps / s

Surprisingly, again we observed a performance hit by about 10 % on the SMT enabled sub-cluster,
without even using the additional virtual cores. This is exactly what is not supposed to happen.
We suspect the reason to lie in the core pinning by the resource manager. Apparently, for at least
some part of the simulations, two threads are scheduled to one physical core. This should never
happen if, as in our example, there is one physical core for each thread. As Prometheus uses the
SLURM resource manager on RHEL 6, whereas Cy-Tera will use TORQUE on RHEL 6 (but is still running
RHEL 5), this issue will need to be finally resolved on Cy-Tera itself.
The schedule for the operating system upgrade on Cy-Tera is on track with some nodes already
running RHEL 6 for testing. The upgrade will likely be completed this autumn.

2.3

Documentation

To complement the documentation of LinkSCEEM systems, system environment and their basic
usage, several wiki pages covering more advanced topics have been added to the User
Documentation at
http://eniac.cyi.ac.cy/display/UserDoc/Home
"Compiler options for improved performance"2 recommends basic optimisation options for the three
main compilers on Cy-Tera, GNU, Intel and PGI compiler. The information is meant to be a starting
2

http://eniac.cyi.ac.cy/display/UserDoc/Compiler+options+for+improved+performance
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point for further experiments with compiler options and to help avoiding inefficient resource use due
to wrong compiler flags.
"Performance analysis with Scalasca"3 is a brief introduction to the performance analysis tool
Scalasca. Mostly referring to existing documentation at scalasca.org and the from the LinkSCEEM
event "Cyprus Advanced HPC Workshop Winter 2012", the page is supposed to call the users
attention to Scalasca, as a frequently asked user question is about available performance analysis
tools.
A note on "NetCDF compression"4 is primarily addressed to climate modellers. Especially results of
the global EMAC model occupy many terabytes in uncompressed NetCDF files. Some storage
limitations can be overcome with compression as described in the note.
For systematically managing big files (as, e.g., climate-model in- or output), we have evaluated gitannex. The tool's potential is promising, so that it will be recommended to individual users. The page
"Managing large files with git-annex"5 will collect useful information for these users.
The documentation is constantly evolving and extended. The links are likely to change in that
process.

2.4

Performance Analysis Tools

The approach of WP9 towards Performance Analysis and optimization is based upon existing efforts
and experience within the Virtual Institute for High Productivity Supercomputing, VI-HPS
(http://www.vi-hps.org).
To this end, we have selected a subset of the tools used within that collaboration for the cluster
systems at the Cyprus Institute and Bibliotheca Alexandrina based on our experience of the tools and
the expected utility to our user community.
These tools are described in detail in the deliverable D9.2 “Tools for Performance Analysis and
Optimisation”.
It is hoped to leverage the work of the HOPSA project (http://www.vi-hps.org/projects/hopsa) so
that the computing centres can proactively interact with the users to improve the performance of
their code. The HOPSA (HOlistic Performance System Analysis) projects goal is to create an integrated
diagnostic infrastructure for combined application and system tuning: “Starting from system-wide
basic performance screening of individual jobs, an automated workflow routes findings on potential
bottlenecks either to application developers or system administrators with recommendations on
how to identify their root cause using more powerful diagnostic tools.”
This is the purpose of the lwm2 software that has been installed on the systems. This software can
silently gather performance analysis information for individual jobs and store the information in a
database. From this a profile of the user and their job characteristics can be made and analysed.

3

http://eniac.cyi.ac.cy/display/UserDoc/Performance+analysis+with+Scalasca
http://eniac.cyi.ac.cy/display/UserDoc/NetCDF+compression
5
http://eniac.cyi.ac.cy/display/UserDoc/Managing+large+files+with+git-annex
4
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Such an approach can provide valuable information on the efficiency of utilization of the system and
can help to highlight relatively simple modifications to codes that could give dramatic improvements
in performance, e.g.,


Excessive transfers of data in a GPU application resulting in low overall utilization



Serial as opposed to parallel I/O used in application



Poor utilization of file system capabilities

LinkSCEEM-2 - RI-261600
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3 Specialised Application Porting and Tuning
In addition to more general activities, there have been significant amounts of direct collaboration
with users. In this section we describe the specific work regarding porting and tuning where there
has been direct contact with users or direct efforts at improving the performance of an application
(e.g. development, GPU version…).

4 Specific Application Reports
4.1.1 EMAC
The ECHAM/MESSy atmospheric chemistry model (EMAC) is a unique combination of the global
circulation model ECHAM and the Modular Earth Submodel System (MESSy). It is used and developed
at many European institutions to study a wide range of problems in climate and environmental
sciences.
Performance analysis of EMAC is essential as first step towards future performance enhancements.
In this context, the performance analysis tool Scalasca has been established as one reference for
obtaining performance metrics for EMAC. Several measurements of full EMAC runs with different
configurations have been performed, substantiating experiences of long-term EMAC users, and
Scalasca is used at CyI to improve the performance of the chemistry code, which consumes a large
fraction of the total CPU time. Considering that EMAC is one of the major applications to be run on
Cy-Tera, any progress to evaluate and improve EMAC's performance will have an immediate impact
on Cy-Tera's productivity.
To complement in situ measurements and remote-sensing observations of the Department of
Environmental Sciences at the Weizmann Institute of Science in Israel we provide simulation data.
For this purpose, we have performed an EMAC run on Cy-Tera for the years 2010 and 2011 using the
relatively high horizontal resolution of 320x160 ("T106").

4.1.2 Radiation column-model
Like several other EMAC submodels, the aerosol optical-properties and radiation models operate on
a vertical column of the atmosphere (see Fig. 3). For such submodels, the analogue to box models for
developing and testing submodels operating on a single grid cell of the atmosphere (e.g., chemistry
submodels) are column models. As one major goal of the climate activities at the Cyprus Institute is
to advance the aerosol and radiation code in EMAC, we have implemented a column model which
calls the original EMAC subroutines to compute aerosol optical properties, radiative fluxes and
heating rates for a vertical column of the atmosphere. Once implemented and tested in the column
model, new features are immediately available for global model runs. Our initial implementation is
already actively used, but at the same time is constantly extended and improved:
In the EMAC output required to run the initial version of the column model, data redundancy has
been reduced. The amount of data written to disk at each EMAC time step has been reduced by a
factor of 1000. This allows obtaining the data needed for later analysis in the column model even for
long term simulations.
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Figure 3 Atmospheric column in an EMAC simulation. A single vertical column of grid cells is highlighted
with white edges. The data is taken from a simulation performed on Cy-Tera.

The data format used been switched from CSV to NetCDF. This increased IO performance significantly
both during global model runs with enabled column-model data output and in column-model runs. In
addition, the code now takes advantage of the clarity and flexibility of the NetCDF data model.
A set of shell scripts to support benchmarking and comparing the effects of any changes made to the
MESSy AEROPT module has been developed. The scripts employ the column version of AEROPT and
use the R programming language for post-processing and visualisation (R replaces the initially
employed Ferret visualisation and data analysis tool, as it has proven to be better suited for this
task). By this testing procedure many global simulation test-runs on Cy-Tera are avoided and thereby
the computational load reduced. In addition, without the need of (wall-clock) time consuming global
runs for testing, the workflow for modifying the AEROPT module is vastly accelerated.
The column model and results obtained therewith have been presented at the conference "Energy
Water and Climate Change (EWACC) - Building bridges between Europe and Middle East/North Africa
2012"6,7 as well as on a workshop at the Weizmann Institute of Science in Israel8. A journal
publication is in preparation.

4.1.3 AEROPT
AEROPT computes the optical properties of atmospheric aerosols. It is used by EMAC to quantify the
effect of the aerosol concentrations, calculated by the submodel GMXe, on the radiative transfer
LinkSCEEM-2 - RI-261600
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evaluated by the submodel RAD4ALL. As the radiative effect of aerosols is a major uncertainty in the
global as well as regional energy budget of current climate simulations, the submodel AEROPT has a
key role in the future development of EMAC. We support the development of AEROPT by improving
and extending the algorithms in the existing code-base and making new developments available in
different EMAC versions.
The main subroutine of AEROPT was rewritten using a modern, more versatile coding style which
enables further algorithmic improvements.
The AEROPT algorithm for computing the optical properties of aerosols in the most recent 2.42
release of MESSy has been backported to the MESSy 1. This allows the use of the new algorithm in
combination with MESSy 1 features not yet ported to the MESSy 2 branch. As a side effect, this work
has revealed and fixed a major bug in the aforesaid algorithm.
In collaboration with WP10, building on top of the rewritten AEROPT subroutine, the algorithm
computing the optical properties of aerosol mixtures is improved. It has already been extended by
the option to study 'external mixing', one of the extreme cases for aerosol mixing. Moreover, new
aerosol-mixing algorithms have been implemented into the AEROPT code, one using the average
permittivity instead of the average refractive index, another one the so called Maxwell-Garnett
mixing rule. This combined effort of CyI and MPIC will be continually supported with expertise in
programming, mathematics and physics of the underlying numerical equations as well as the
mathematical analysis of results.
First results have been presented combined with a presentation of the column model6,7,8 and a
journal publication is in preparation.

4.1.4 NAMD
NAMD is a popular molecular dynamics code which is used on Cy-Tera by several projects.
Two projects which successfully applied for computational resources on Cy-Tera in the first
LinkSCEEM/Cy-Tera call for proposals provided a representative NAMD setup serving as benchmark
for GPU performance analysis. For this specific setup, with the GPU enabled version of NAMD we are
able to achieve a speedup by a factor of two by employing the two GPUs on each node in addition to
the twelve CPU cores. However, compared to other HPC application, this factor is rather small, so
that projects have been informed about these findings, but no strong recommendation to use GPUs
could be made. Nevertheless, as we have observed a much larger speedup - by a factor of five or
more - for different NAMD setups, a recommendation has to be re-evaluated for future NAMD
projects ideally using the full NAMD setup (not only a simplified benchmark setup) of the project in
question.

6

K. Klingmueller, B. Steil, C. Bruehl, J. Lelieveld; Mixing-state sensitivity of aerosol absorption in
EMAC; Poster, EWACC 2012
7
S. Metzger, K. Klingmueller, P. Hadjinicolaou, N. Mihalopoulos, B. Steil, C. Bruehl, J. Lelieveld;
The importance of aerosol water for air pollution effects on weather and climate; Poster, EWACC
2012
8
K. Klingmueller; On the parametrisation of absorption by black carbon; Talk, GIF (German-Israeli
Foundation for Scientific Research and Development) meeting, Weizmann Institute of Science,
Rehovot, Israel, March 2013
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4.1.5 AUSTAL
AUSTAL is a dispersion model for air-quality simulations. In March 2012, a meeting was held with the
Director and the Head of Air Quality of the Department of Labour Inspection (DLI) who showed
interest in running this model on Cy-Tera.
As a consequence, in a combined effort with WP6, we have investigated options to take advantage
of Cy-Tera's computing power for running AUSTAL. The major challenge is the lack of support for
parallel architectures in AUSTAL as distributed from www.austal2000.de.
Running the sequential program on Cy-Tera does not yield a significant performance increase over
running it on a PC. However, as basis for any future efforts, this has been our first goal. Using the
most recent version 2.5.1, we had no difficulties to install and run the binaries with the provided
example set-ups. We also successfully compiled the program from source and were able to adjust the
source code to be compilable as 64-bit application, improving compatibility with existing tools and
libraries on Cy-Tera.
To identify possible starting points for parallelisation, we have performed measurements with the
performance analysis tool Scalasca. This revealed where AUSTAL spends most of the CPU time.
Unfortunately, no single low level function is consuming large parts of the total CPU time. This
eliminates the option of a quick parallelisation by simply inserting OpenMP (or even OpenACC)
directives into the code. For the same reason, relying on the compiler's automatic parallelisation
capabilities remained fruitless.
With the simplest approaches already excluded, we have developed and reported to the DLI the
outline of a strategy slightly more challenging but still straight forward. The strategy, which in future
could be implemented by the DLI with support of CaSToRC, is to use a trick also employed by some
commercial versions of AUSTAL (these versions seem to be available only for Windows and therefore
they are not suitable for HPC systems). Essentially, the work for each time step is distributed like in
many parallel Monte Carlo computations: each parallel process computes the time-step
independently with reduced quality setting and unique seed value for the random-number
generator. After the time step, the results of all processes are combined. Using this technique
AUSTAL apparently scales up to at least 16 processes, decreasing the run time by a factor of almost
16. Even though 16 is the largest number mentioned, we are not aware of a general limit which
forbids scaling up to more processes.

4.1.6 CFD application
We are advising an external research group from Greece on the parallelisation of a computational
fluid dynamics code to simulate the blood flow in blood vessels. Meetings both over Skype and face
to face at the Cyprus Institute have been arranged. After evaluating the needs and plans of the
research group, the main advice has been to parallelise keeping in mind the scalability on future
machines. For shared memory parallelisation using OpenMP we have therefore recommended to
avoid section constructs which already implement some parallelism in the code and to focus on loop
parallelisation. In this context, details of OpenMP-pragma placement have been discussed. In the
long run, distributed memory parallelisation of the application is desired and has been discussed in
follow-up meetings. Moreover, issues of hybrid parallelisation where single OpenMP tasks have to
communicate using MPI calls, e.g., at the boundary of two domains of the spatial grid assigned to
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different MPI task, have been clarified. In addition to these parallelisation details, options to debug
the code and to benchmark its performance have been discussed.

4.1.7 MILC
The MIMD Lattice Computation (MILC) Collaboration use large scale numerical simulations to study
quantum chromodynamics (QCD), the theory of the strong interactions of subatomic physics. This
research addresses fundamental questions in high energy and nuclear physics, and is directly related
to major experimental programs in these fields. The MILC Code is freely available, as are the gauge
configurations we have generated with it.
Prof. Benjamin Svetitsky and his group at Tel Aviv University use this code to investigate Technicolor
theories, which are extensions of the Standard Model of high energy physics. They offer alternatives
to the usual hypothesis of the Higgs mechanism; they will be needed if the Higgs boson does not
exist. They were proposed on the basis of their symmetries and of limited knowledge of their
dynamics.
His group were offered 700,000 CPU hours on the BG/P system made available through the
LinkSCEEM collaboration with HP-SEE. Since JSC, prior to upgrading to newer technology, had the
largest BG/P in Europe they were in the position to offer detailed support in porting his usage to that
architecture. The results of the scaling analysis of their application were:
Cores
512
1024
2048
2048
2048

Network
mesh
mesh
mesh
torus
torus

Speed/Core
1.
0.96
0.88
0.94 (XYZT)
0.89 (TXYZ)

This shows that the application was able to scale at 94% efficiency to 2048 CPUs. This astonishing
efficiency is due in part to the fact that the Lattice QCD algorithms map so effectively to the BG/P
network architecture.

4.1.8 PARPACK
Detailed assistance was provided to another project in Israel to parallelise their usage of the ARPACK
libraries. ARPACK is a collection of Fortran77 subroutines designed to solve large scale eigenvalue
problems. JSC again had experience with this software package and was able to assist the user in
using the parallel version of ARPACK (PARPACK).
The first implementation of this effort is complete however further development of the matrix
parallelisation is required and the user has applied for Type C Preparatory Access to help them
achieve this. The first conference call with the support team at CaSToRC was held in mid-July 2013.

4.2

LinkSCEEM GPU training

The project has recognized that the level of GPU usage within the project is neither diverse enough
across subjects nor widespread enough through the community of users. As a result WP9 has made a
distinct effort to increase the utilization of GPUs among users through the organization of a GPU
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workshop targeting users of applications that are already GPU-enabled. 9 attendees (for the WP9
components of the workshop) were invited based on the applications which they currently utilize on
the resources. The workshop was held from the 10th to the 12th of December 2012.
The applications that we tried to address were:
Gromacs - http://www.gromacs.org/Documentation/Installation_Instructions/GPUs
NAMD - http://www.ks.uiuc.edu/Research/namd/cvs/notes.html
DL_POLY_4 - http://www.ccp5.ac.uk/DL_POLY/MANUALS/USRMAN4.pdf (section 1.6)
AMBER - http://ambermd.org/gpus/
LAMMPS - http://lammps.sandia.gov/doc/Section_accelerate.html
(CP2K - http://blogs.nvidia.com/2012/08/unleash-legacy-mpi-codes-with-keplers-hyper-q/ ...only
really well supported on the Tesla K20 which is not available in Cyprus)

There were 5 different Production projects represented at the workshop and many of them had
overlapping applications (NAMD and GROMACS in particular were common to many). Overall,
attendees worked with their own projects but this overlap proved very helpful to some.
The general format for the workshop was:




Introduction to GPU resources on the Cy-Tera system (half day, group lectures with some
hands-on)
o

Overview of the CPU and GPU resources of Cy-Tera

o

Overview of GPU architecture and how it differs from CPU

o

Requesting and managing GPU resources

Using GPU resources with chosen application (1.5 days, independent working with assistance
from LinkSCEEM)
o

Review documentation regarding GPU usage within application

o

Compilation of CPU and GPU-enabled versions of the application - experienced sysadmins assisted in compiling users own version of the application.

o

Verification of compiled applications - where possible simple examples were used to
verify the correctness of the compilation

o

Preparation of the benchmark - Create a working structure to organise the timings to
be undertaken, a typical one would be different directories for different number of
nodes/gpu-enabled nodes. Benchmark should be representative of the use of the
application (timings are heavily dependent on THE USERS particular use of the
application). A typical run-time was not to exceed 1-2 hours so excessive time was
not spent waiting for jobs to finish (use only a few time steps,
weak convergence criteria,...)
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o

Comparison of performance of CPU and GPU enabled versions of the application on
single node - try to get full utilisation of a node if possible (all CPUs and
all GPUs working at the same time)

o

Comparison of performance of CPU and GPU enabled versions of the application on 2
nodes - once we move to multiple nodes we travel over the network infrastructure
and this should be reflected in our performance timings

o

Scaling analysis of CPU and GPU applications up to 8 nodes (1, 2, 4, 8 nodes)

o

Preparation of comparison scaling plots

o

Preparation of usage documentation for application

LinkSCEEM sys-admins and user support provided assistance to help as much as possible with any
questions or difficulties the users had.
Overall, the workshop was extremely successful. Within the chosen applications the maturity and
performance of the GPU implementation varied largely between applications (and indeed was very
dependent on the particular usage of the application). In particular the GROMACS, AMBER and
NAMD implementations seem very mature with speed-ups of about 6 times for GROMACS and
AMBER an about 3 for NAMD (though this varied between users). We intend to provide these GPU
enabled versions on the Cy-Tera system and also document the usage of the GPU versions within the
associated module file.
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5 Contributions to Training Events
WP9 has contributed significantly to the training events held within the project. It has repeatedly
sought to ensure that the users are aware of the most recent methods and tools available to them
and how to use them.

5.1

MPI and OpenMP

MPI and OpenMP are established standards in High Performance Computing and these have
addressed every year during the training events of the project.
WP9 has continuously promoted OpenMP and, more generally, the idea of “#pragma” based
programming. New standards being introduced in OpenMP will increase its usage within modern HPC
technologies (in particular accelerators such as GPU and Intel MIC architectures).
In general, the idea of hybrid programming which mixes MPI and OpenMP is becoming increasingly
essential as we scale to larger and larger numbers of processors.
An example of the standard of content that WP9 has produced in this area is given by “Parallel
programming with #pragmas” given by Klaus Klingmueller9.

5.2

GPU Programming

Given the GPU resources available at Cy-Tera, WP9 has also repeatedly given training content
regarding GPUs. It has attempted to deliver a wide range of GPU methods including:


CUDA - CUDA is a parallel computing platform and programming model invented by NVIDIA.
It enables dramatic increases in computing performance by harnessing the power of GPUs.
 OpenCL – Open Computing Language (OpenCL) is a framework for writing programs that
execute across heterogeneous platforms consisting of central processing units (CPUs),
graphics processing units (GPUs), digital signal processors (DSPs) and other processors.
 PyOpenCL – PyOpenCL gives you easy, Pythonic access to the OpenCL parallel computation
API.
 OpenACC – A collection of compiler directives to specify loops and regions of code in
standard C, C++ and Fortran to be offloaded from a host CPU to an attached accelerator,
providing portability across operating systems, host CPUs and accelerators.
An example of the quality of this content can be found in “Parallel programming with OpenACC
directives” given by Alexei Strelchenko10.

5.3

Performance Analysis

Work Package 9 has contributed Performance Analysis components to a number of training events
both at the Summer and Winter training events. Much of these efforts have emphasized the Scalasca
performance analysis tool developed at Jülich Supercomputing Centre.
9

http://linksceem.eu/ls2/images/stories/uploads/Parallel_programming_with_pragmas__Cyprus_Advanced_HPC_Workshop_Winter_2012.pdf
10
http://linksceem.eu/ls2/images/stories/uploads/openacc_-_LinkSCEEM-CyTera_GPU_workshop.pdf
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An example of this content is contained in “Application Performance Analysis – Tools and Technique”
which was delivered by Christian Rössel11.

5.4

Community Developed Applications

In the 2nd and 3rd years of the project, we have increasingly tried to focus training efforts on
community developed codes where we feel that efficient utilization of LinkSCEEM resources is most
achievable by our user community.
Examples in a number of areas have been given in the preceding subsections but to illustrate the
efforts of the project, it is representative to include here the program of the Advanced HPC Winter
Workshop 2012, where we attempted to combine all of the factors of this section in a single program
of events.

11

http://linksceem.eu/ls2/images/stories/Application_Performance_Analysis_-_Joint_HPSEE_LinkSCEEM-2_and_PRACE_HPC_Summer_Training_-.pdf
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6 Outlook
For the remaining time of project, it is intended to maintain the current activities of the Work
Package. We will


continue to participate in the development of EasyBuild and, in particular, the integration of
GPU support in the tool,
 continue to support user requests for assistance in porting their applications to HPC
environments, both practically and via a consultation service,
 maintain the performance analysis and support their use as requested,
 maintain our engagement with the training activities of the project, in particular in relation
to the utilization of the GPUs and the adoption of community developed codes where
possible (and appropriate).
We will also assist in the verification of the operating system upgrade of Cy-Tera and ensure that the
move to SMT for the compute nodes is correctly implemented.
Furthermore, WP9 will contribute to the development of the Training Portal and the integration of
relevant training content into that platform.
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