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Executive Summary
Given that the vast majority of resources available to LinkSCEEM come in the form of HPC
resources, the primary aim Work Package 9 has been to make the optimization of parallel
applications on large-scale resources both more effective and more efficient. In addition to
this WP9 has had a role in adapting and developing tools for the management of data and data
repositories in Cultural Heritage, Climate and Synchrotron research; and also in enabling the
manipulation and visualisation of these complex data sets.
These goals have been deconstructed into four tasks within the Work Package. The tasks
"Performance Analysis" and "Mathematical Analysis and Algorithms" are derived from the
primary goal, "Data Management" and "Visualization" relate to the remaining roles.
The approach of WP9 towards “Performance Analysis” and optimization was based upon
existing efforts and experience within the Virtual Institute for High Productivity
Supercomputing, VI-HPS (http://www.vi-hps.org). A number of tools have been installed on
all systems to target specific aspects of performance such as: single node performance,
parallel performance, debugging, instrumentation, measurement, visualization. Training
events showcasing some of these tools have been provided throughout the project.
WP9 has always attempted to remain relevant and useful to the user community throughout its
lifetime. From an infrastructure point of view, it has made several attempts to improve the
performance of a number of aspects of the software environment in which user applications
are embedded:


A more consistent, optimised and reproducible environment through the use of
EasyBuild (http://hpcugent.github.io/easybuild/)



Pinning optimisations and documentation to improve the performance of OpenMP and
MPI



Analysis and documentation of optimal data transfer solutions

Progress in simulation technology comes from the interplay in the triad mathematical
modelling/algorithms/implementation in conjunction with high performance hardware. It was
the aim within "Mathematical Analysis and Algorithms" to provide highly efficient parallel
software for the regional scientific communities. Consequently, the cross-sectional group
responsible for this task were intended to implement, verify, benchmark and optimize parallel
software solutions on cluster and massive parallel systems. A multi-pronged approach was
taken:


Create a framework that pre-emptively addresses user needs

Through a combination of externally developed tools (such as EasyBuild and the VI-HPS
toolkit), hardware configuration (such as implementing SMT mode) and proper
documentation of frequently used optimization options we can provide users with either a preoptimized application that has been tested on the system or with the tools so that they build
such an application themselves


Provide specific assistance when necessary

While the first point casts a wide net there is always a need for specific assistance for users to
help them get things working in an efficient way. The Work Package also acts as a high level
consultancy service for users and has assisted users from different communities (climate,
CFD, chemistry,…) and countries (Cyprus, Greece, Israel,…). For the specific case of climate
LinkSCEEM-2 - RI-261600
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studies, Klaus Klingmueller has implemented a number of significant improvements and
modifications to the internationally-known EMAC climate modelling application.


Contribute to Training Activities as frequently as possible

The project carries out a significant amount of Training activities and WP9 has repeatedly
tried to promote how to efficiently use the resources available. In particular it has heavily
promoted GPU methods and usage since the GPUs form the bulk of the performance of the
Cy-Tera system
EasyBuild and the support of Type C Preparatory Access proposals (through which the
consultancy service is generally accessed) have in general fallen across many tasks and even
work packages. In practice, the effort of the “Mathematical Analysis and Algorithms” task has
manifested itself most explicitly through the WP9 contribution to training events. The WP has
taken a guiding role in the selection and organization of training programs within
LinkSCEEM. It has advised, coordinated and contributed to all of the HPC training events
within LinkSCEEM and has continuously sought to introduce the LinkSCEEM user
community to the state-of-the-art methods and technologies used within the international
supercomputing community. It has also played a pivotal role in the design and
implementation
of
the
Supercomputing
Training
Portal
of
the
project
(http://supercomputing.cyi.ac.cy).
The focus of the “Data Management” task was on managing and optimising the data centric
usage in light of the user application portfolio coming from WP8. This was done through
focusing on the software packages “Medici” as a content repository and UNICORE as a
workflow management tool. During the lifetime of the project there has been limited user
interest in the creation of workflows, particularly given that the external connectivity of the
centres is limited, which in turn limits the useful functionality of such tools. On the other
hand, the use case of Medici has expanded behind the originally intended Digital Cultural
Heritage community and is now also to be used as part of the infrastructure of the
Supercomputing Training Portal.
The “Visualisation” task aimed to adapt and provide the Virtual Director™ environment
software coupled to open-sourced Partiview renderer for use with cultural heritage
applications within a Virtual Theater. The focus here was to provide a tele-collaborative
environment between at least two sites where the users can exchange and interact with flight
viewpoints of the datasets located at each site.
Overall, the roles that WP9 have occupied will be maintained in the future through the user
support mechanisms of the participating HPC centres. The WP has acted as a template for
how the high-level support systems of these centres should function. The structures and
methodologies that it has created will be maintained through the members of the WP that
continue their role within those support systems.

LinkSCEEM-2 - RI-261600
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1 Introduction
The Deliverable Template provides a consistent structure for all project deliverables. It is
intended to minimise the work of the author by letting them concentrate of the contents and
not waste time on formatting and layout.
Within the specific context of Work Package 9 there were three main goals:


To make the optimization of parallel applications on large-scale resources both
more effective and more efficient.



To adapt and develop tools for the management of data and data repositories in
Cultural Heritage, Climate and Synchrotron research.



To enable the manipulation and visualisation of these complex data sets.

These goals have been broken down into four tasks within the Work Package. The tasks
"Performance Analysis" and "Mathematical Analysis and Algorithms" are derived from the
first goal, "Data Management" relates to the second goal and "Visualization" to the third goal.
In this document, we describe what has been achieved by the WP on a task-by-task basis over
the project lifetime.

2 Performance Analysis
2.1

Tools for Performance Analysis and Testing

The approach of WP9 towards Performance Analysis and optimization is based upon existing
efforts and experience within the Virtual Institute for High Productivity Supercomputing, VIHPS (http://www.vi-hps.org):
“While today's supercomputers offer unprecedented levels of hardware performance, using
them in a productive manner remains a major challenge…
Our mission is to improve the quality and accelerate the development process of complex
simulation programs in science and engineering that are being designed for the most advanced
parallel computer systems.”
To this end, we have selected a subset of the tools used within that collaboration for the
cluster systems at the Cyprus Institute and Bibliotheca Alexandrina based on our experience
of the tools and the expected utility to our user community. The tools fall under six categories:


Single Node Performance
o Callgrind



Parallel Performance
o LWM2, HPCToolkit, Open|SpeedShop, Scalasca



Debugging & Correctness
o MEMCHECKER, MARMOT



Instrumentation
o Score-P



Measurement
o Scalasca, Tau

LinkSCEEM-2 - RI-261600
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Integration
o HOPSA



Visualization
o CUBE, VampirTrace

Many of the tools form part of the UNITE package of tools packaged at JSC (http://apps.fzjuelich.de/unite/index.php). A relevant subset of these tools has been installed on Cy-Tera and
the BA system as of March 2013. The deliverable D9.2 “Tools for Performance Analysis and
Testing” describes these tools in detail.
2.1.1 Performance analysis on EMAC
The ECHAM/MESSy Atmospheric Chemistry (EMAC) global climate model version 1.9 has
been analysed at JSC with the performance analysis tools Scalasca, HPCToolkit and Marmot
for a T42L90MA model on 64 and 128 cores.
The Marmot report did not indicate any MPI problems within the code (in terms of the
correctness of the statements). Instrumentation with Scalasca introduced an enormous
overhead that caused the walltime for the calculation to increase three-fold. This overhead is
caused by the fine granularity of the code where some inner-loop functions are called
frequently during every single time step. To reduce this overhead, a function filtering file is
used to ignore the instrumentation of particular functions. This can be done based on a report
derived from the fully instrumented output using another Scalasca utility. With filtering, the
execution time is similar to that of using HPCToolkit and provides a similar distribution of
execution time (as one should expect). Scalasca provides additional information in the form of
being able to separate out MPI and execution time. Using this analysis, the conclusion to date
is that (for this model) ~40% of walltime is spent waiting in MPI_Broadcast statements. A
detailed analysis of the run time of individual processors, however, shows a substantial load
imbalance (Figure 1) that causes most processes to wait at a virtual MPI_Barrier at the end of
the grid point calculations. Of the actual computation, the vast majority (>70%) is spent in the
functions calculating the homogeneous chemistry mechanism components.

Figure 1: Distribution of the longitudinally summed computational load for one time step of the MECCA submodule. The
time required to complete each grid point was measured and added along the latitudes of the Eastern hemisphere showing the
load imbalance of sunset. The heavy load near the Earth’s surface is caused by air pollution emissions on the Northern
hemisphere.

LinkSCEEM-2 - RI-261600
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Benchmark runs on Planck were performed with the T42 benchmark. Multiple 3-day
simulation runs were done to produce standard deviation in runtimes on a loaded system (to
be able to test for actual improvements). A 4-week simulation run was done to provide
reference outputs for restart files (to test for binary equivalence of outputs).
Performance analysis of EMAC was essential as a first step towards the future performance
enhancements. In this context, the performance analysis tool Scalasca was established as one
reference for obtaining performance metrics for EMAC. Scalasca is used at CyI to improve
the performance of the chemistry code, which consumes a large fraction of the total CPU
time. Considering that EMAC is one of the major applications to be run on Cy-Tera, any
progress to evaluate and improve EMAC's performance will have an immediate impact on
Cy-Tera's productivity.
2.2

User Applications Ported and Tuned

Given that the computational power provided by LinkSCEEM forms the primary component
of resources offered to its user community, a primary objective of WP 9 has been to make the
optimization of parallel applications on large-scale applications both more effective and more
efficient on its HPC systems.
The efforts with respect to the porting and tuning of user applications (with a view to
optimising utilisation of the computer systems) have taken a three-pronged approach. Firstly,
the WP has considered general system performance improvements:


Adoption and contribution to the development of EasyBuild, particularly in relation to
GPU-enabled applications to reduce the burden of porting applications



Investigation of simultaneous multithreading mode as a zero-cost boost in
performance for some applications;



Documentation of common factors that have potentially high impact on simulation
performance (such as compilation options, I/O, file system parameters…);



Installation of performance analysis tools to allow users to analyse and improve the
performance of their applications

Secondly, the WP has provided specific assistance to projects running on the LinkSCEEM
systems. Such activities included:


EMAC – performance analysis of this climate modelling application was provided



The data redundancy of the radiation column-model – a sub-model of EMAC – has
been reduced by a factor of 1000



The main sub-routine of AEROPT – another sub-model of EMAC – was rewritten



An analysis of the impact of the GPU implementation of NAMD in particular use
cases was created



Consultation meetings with users of the AUSTAL weather modelling application
including performance analysis and discussion of potential parallelisation strategies



Skype meetings for parallelisation of a CFD application developed in Greece



Organisation of a GPU workshop for selected Production Access users of
LinkSCEEM resources. Users were identified that utilised applications where a GPUenabled version was known to exist. These users were brought to Cyprus and assisted
in evaluating GPU usage of the application(s) for their particular use case.

LinkSCEEM-2 - RI-261600
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Assistance in porting a lattice QCD code to the BG/P environment for the
collaboration with HP-SEE

Finally, the WP has made a number of contributions to the training programs of the project,
particularly in advising on and delivering the content of the training events. WP9 has
continually pushed new programming models with respect to GPUs and has actively
encouraged the use of training events to provide instruction in community-developed
applications. The adoption of community-developed applications, where possible, allows for
efficient utilisation of resources without the need to go through a lengthy development and
testing cycle.
A full review of the activities mentioned in this section can be found in deliverable D9.3
“Report on User Applications Ported and Tuned”
2.2.1 Performance Comparison of MPI Implementations
An example of the general optimisation efforts of the WP was the performance comparison of
MPI
implementations.
The
LinkTest
tool
(http://www.fzjuelich.de/ias/jsc/EN/Expertise/Support/Software/LinkTest/_node.html) has been evaluated on
Euclid to help test the performance of the different MPI implementations. This has helped
expose the potential problems that sub-optimal pinning can cause on systems as well as
provide valuable information on the status of the network infrastructure. Below you find
images that represent network performance for OpenMPI with GCC (left) and Intel MPI
(right). In the case of Intel MPI process pinning is switched on by default leading to much
more well-defined behaviour.

LinkSCEEM-2 - RI-261600
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Figure 2 Comparison of network performance using OpenMPI without pinning (its default value, top) and IntelMPI with
pinning (also its default, bottom).
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3 Mathematical Analysis and Algorithms
Progress in simulation technology comes from the interplay in the triad mathematical
modelling/algorithms/implementation in conjunction with high performance hardware. It is
the aim within this task to provide highly efficient parallel software for the regional scientific
communities. Consequently, the cross-sectional group responsible for this task were intended
to implement, verify, benchmark and optimize parallel software solutions on cluster and
massive parallel systems.
WP9 considers the term “users” in a very broad sense. Certainly, they are the people involved
in Calls for Proposals who have been allocated resources within LinkSCEEM but the WP also
recognizes that the HPC community is growing in the region and that, over the projects
lifetime, the range of applications and requirements is likely to grow rapidly. For this reason
we have adopted a multi-pronged approach to this task:


Create a framework that pre-emptively addresses user needs

Through a combination of externally developed tools (such as EasyBuild and the VI-HPS
toolkit), hardware configuration (such as implementing SMT mode) and proper
documentation of frequently used optimization options we can provide users with either a preoptimized application that has been tested on the system or with the tools so that they build
such an application themselves


Provide specific assistance when necessary

While the first point casts a wide net there is always a need for specific assistance for users to
help them get things working in an efficient way.


Contribute to Training Activities as frequently as possible

The project carries out a significant amount of Training activities and WP9 has repeatedly
tried to promote how to efficiently use the resources available. In particular it has heavily
promoted GPU methods and usage since the GPUs form the bulk of the performance of the
Cy-Tera system
EasyBuild and the support of Type C Preparatory Access proposals have in general fallen
across many tasks and even work packages. In practice, the effort of this task has typically
manifested itself directly through the WP9 contribution to training events and these are the
activities that are documented here.
3.1

Contributions to Training Events

WP9 has contributed significantly to the training events held within the project. It has
repeatedly sought to ensure that the users are aware of the most recent methods and tools
available to them and how to use them.
WP9 has also encouraged the general introduction to best practices in scientific computing
through a Software Carpentry (http://software-carpentry.org/) workshop given during the 4th
General LinkSCEEM User Meeting.
WP9 has made significant efforts towards creating a comprehensive online portal for training
activities. It has collected together a curated webpage that gathers presentations, online
training material and other training content into a single location and utilizes modern web
technologies to allow users to browse content while remaining within the structure created by
the page. This can be viewed at http://linksceem.eu/ls2/component/content/article/198.html.

LinkSCEEM-2 - RI-261600
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Figure 3 Original LinkSCEEM Training Portal

With the approval of the amendment to the Description of Work of the project, the scope of
this effort has been greatly expanded within WP 8 and has since resulted in the
Supercomputing Training Portal (http://supercomputing.cyi.ac.cy/):

Figure 4 Current version of Training Portal with extended features.

3.1.1 MPI and OpenMP
MPI and OpenMP are established standards in High Performance Computing and these have
addressed every year during the training events of the project.
WP9 has continuously promoted OpenMP and, more generally, the idea of “#pragma” based
programming. New standards being introduced in OpenMP will increase its usage within

LinkSCEEM-2 - RI-261600
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modern HPC technologies (in particular accelerators such as GPU and Intel MIC
architectures).
In general, the idea of hybrid programming which mixes MPI and OpenMP is becoming
increasingly essential as we scale to larger and larger numbers of processors.
An example of the standard of content that WP9 has produced in this area is given by
“Parallel programming with #pragmas” given by Klaus Klingmueller1.
3.1.2 GPU Programming
Given the GPU resources available at Cy-Tera, WP9 has also repeatedly given training
content regarding GPUs. It has attempted to deliver a wide range of GPU methods including:








CUDA - CUDA is a parallel computing platform and programming model invented by NVIDIA.
It enables dramatic increases in computing performance by harnessing the power of GPUs.
OpenCL – Open Computing Language (OpenCL) is a framework for writing programs that
execute across heterogeneous platforms consisting of central processing units (CPUs),
graphics processing units (GPUs), digital signal processors (DSPs) and other processors.
PyOpenCL – PyOpenCL gives you easy, Pythonic access to the OpenCL parallel computation
API.
OpenACC – A collection of compiler directives to specify loops and regions of code in
standard C, C++ and Fortran to be offloaded from a host CPU to an attached accelerator,
providing portability across operating systems, host CPUs and accelerators.
OpenMP 4.0

An example of the quality of this content can be found in “Parallel programming with
OpenACC directives” given by Alexei Strelchenko2.
3.1.3 Performance Analysis
Work Package 9 has contributed Performance Analysis components to a number of training
events both at the Summer and Winter training events. Much of these efforts have emphasized
the Scalasca performance analysis tool developed at Jülich Supercomputing Centre.
For example, WP9 provided training in a number of areas during the PRACE/LinkSCEEM
Winter workshop held in Tel Aviv, Israel in February, 2014. The areas covered included:






LWM2 for low overhead profiling
Scalasca for automatic trace analysis
Optimising OpenMP
Optimising MPI
Parallel I/O methods

1

http://linksceem.eu/ls2/images/stories/uploads/Parallel_programming_with_pragmas__Cyprus_Advanced_HPC_Workshop_Winter_2012.pdf
2
http://linksceem.eu/ls2/images/stories/uploads/openacc_-_LinkSCEEM-Cy-Tera_GPU_workshop.pdf
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3.1.4 Community Developed Codes

In the 2nd and 3rd years of the project, we increasingly tried to focus training efforts on
community developed codes where we feel that efficient utilization of LinkSCEEM resources
is most achievable by our user community.
It is representative to include here the program of the Advanced HPC Winter Workshop 2012,
where we attempted to combine all of the factors of this section in a single program of events,
covering topics such as computational fluid dynamics, molecular dynamics, graph partitioning
and bioinformatics.

Figure 5 Program of the Advanced HPC Winter Workshop 2012.

3.1.5 Easybuild
There have been a total of 3 EasyBuild Hackathons organized, two in Cyprus during in 2013
and a further event at Juelich Supercomputing Centre in February 2014. During the February
workshop the focus has been on:





Complete integration of VI-HPS tools within the EasyBuild framework
Developing within a shared environment within EasyBuild
Integration of v2.0 of the EasyBuild configuration files
Integrating tutorial material into the EasyBuild framework

4 Data Management
The goal of work package 9 is to support cross-disciplinary activities and to allow domain
experts to concentrate on underlying science rather than spend a major fraction of their time
dealing with the complexities of its implementation. This task aims to optimize the data
management and scientific workflow application software deployed and described in WP8.
The focus of the effort was on managing and optimising the data centric usage in light of the
LinkSCEEM-2 - RI-261600

11

28/08/2014

D9.6

Final report on cross-disciplinary research activities

user application portfolio. To this end the Task has increased collaboration with WP8 and
serves as a portal to the target User communities of this WP.
4.1 Data Semantics and Workflows
The title of the relevant deliverable, D9.4, for this section was “Custom Cyberintegrator and
Tupelo software applications” per the proposal, and originally planned to use the
Cyberintegrator (CI) workflow tool. CI was, however, replaced by Unicore because of its
wide acceptance in HPC communities in both the EU and USA’s XSEDE program. The
reference to Tupelo software applications refers to the Medici semantic content management
software that has been evaluated by the LinkSCEEM community members with a server
deployed and tested by the Digital Cultural Heritage (DCH) community.
The technical training event for UNICORE and Medici (the major tools of the Task) occurred
in February 2012.
4.1.1 Medici
Within LinkSCEEM, Medici 2 is designed to organize massive flows of cultural heritage data,
of widely different archaeological and ethnographic types. It is an environment integrating
analysis tool for the auto-curation of un-curated digital data, allowing automatic processing of
input (CH) datasets, and visualization of its various formats. It offers a simple user interface
for dataset preprocessing, previewing, automatic metadata extraction, user input of metadata
and provenance support, storage, archival and management, representation and reproduction.
Medici for PTM Images
An implementation of a previewer for Polynomial Texture Map (PTM) images has already
been implemented in Medici within the context of WP8. A screenshot of this previewer can
be seen below.
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Figure 6 Previewer for Polynomial Texture Map (PTM) images has already been implemented in Medici.

This has been very well received by the DCH community who now want to import all their
PTM images to this type of repository. These data sets are more than just images and
incorporating them effectively (with their associated data) and efficiently (due to the large
size of the objects) will be a focus of the Task 9.3 effort next year.
Medici for the Supercomputing Training Portal
The flexibility of Medici has influenced the decision to try to incorporate its use for the
cataloging of training content that is taking place for the Supercomputing Training Portal. In
particular, the concept of “data collections” used by Medici can be very powerful when
coupling practical training content files with tutorial material.
4.1.2 UNICORE
UNICORE (Uniform Interface to Computing Resources) offers a ready-to-run Grid system
including client and server software. UNICORE makes distributed computing and data
resources available in a seamless and secure way in intranets and the internet.
Two use cases for UNICORE were defined within the project. There was, however,
insufficient interest from the target communities for these ideas to develop beyond the
outlines provided below.
UNICORE for Digital Cultural Heritage
Efforts in the latter part of Year 2 focussed on an approach and use case to help the Digital
Cultural Heritage (DCH) community integrate a workflow and content management solution.
The goal was to implement a workflow based on UNICORE that will automate 2D to 3D
conversion process used in by members of the DCH community, and involves querying and
obtaining a set of photographs from Medici (organized in a “collection”), running BUNDLER
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on the set, and subsequently archiving the resulting 3D objects back into the Medici
repository.
UNICORE for Climate Studies
First discussions took place with the climate group in an effort to document and better grasp
the existing and potential workflows in the Climate group (local at EEWRC). The first group
of people involved in the discussion was mainly software developers for the Climate group. A
basic diagram of the proposed workflow can be seen below.

Figure 7 Diagram of workflow for climate studies within UNICORE.

Automating this workflow in a coherent and flexible way will form a major effort of Task 9.3
and WP8 next year.
4.2 Data Transfer Evaluation between Cy-Tera (Cyprus) and SESAME
(Jordan)
WP9 assisted in the creation of a report on a series of data transfer tests between Cy-Tera and
SESAME, with the participation of Cyprus Research and Academic Network (CyNet), in
order to evaluate the data transfer quality between the two sites.

Figure 8 correlation of the throughput, between the two sites, with the Round Trip Time (RTT).

The figure above presents the correlation of the throughput, between the two sites, with the
Round Trip Time (RTT). As it can be seen, when the RTT rises, the performance of the
network decreases. There are some points in time that the RTT is approaching the value of 1
second. This fact indicates congestion in the network.
The figure below presents the results of the two data transfer tests, comparing the two transfer
protocols scp and bbcp. As it can be seen from the figure, the two protocols have nearly the
same maximum performance, at around 5 Mbps. Please note that the theoretical bandwidth
between Cy-Tera and SESAME is 100Mbps and 10Mbps respectively. The fact that the two
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protocols have around the same maximum performance is caused by the overall low
bandwidth of the connection, mainly at SESAME site. In high performance networks the
computation needed by SCP in order to encrypt the data becomes the bottleneck of the
transfer. For the evaluated network this is not the case. Additionally, due to the low available
bandwidth of the connection, BBCP cannot exploit multiple TCP/IP streams to improve the
transfer performance.

Figure 9 Results of the two data transfer tests, comparing the two transfer protocols scp and bbcp.

Documentation
WP9
continues
to
update
the
user
documentation
of
the
(http://eniac.cyi.ac.cy/display/UserDoc/Home) with recent additions including:



project

How to correctly run a hybrid MPI/OpenMP job
Using BBCP to optimise data transfer over the external network
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5 Visualization
This task aimed to adapt and provide the Virtual Director™ environment software coupled to
open-sourced Partiview renderer for use with cultural heritage applications within a Virtual
Theater. The focus here was to provide a tele-collaborative environment between at least two
sites where the users can exchange and interact with flight viewpoints of the datasets located
at each site.
Beginning in November 2011, NCSA and CyI staff discussed file format specifications, user
requirements, and workflow preferences through periodic telephone and video Skype
sessions. The identification and implementation of modifications to Virtual Director to enable
visualization of digital cultural heritage data have formed the main focus up to now. In
addition, Ropertos Georgiou visited NCSA in December 2011. Staff identified modifications
to enable the visualization of Digital Cultural Heritage (DCH) datasets using software
modifications as described below.
In addition, NCSA staff and Ropertos Georgiou had
multiple Skype and interactive Virtual Director sessions during early Spring 2012.
The modifications to Virtual Director required to visualize the datasets of the DCH group
have been identified and implemented. Full technical training of CyI staff in the use of Virtual
Director was carried out at NCSA by the development team there.
Virtual Director™ was adapted and enabled to work with open-sourced PartiView for use
with DCH point clouds and NCSA vMaya renderer for use with Digital Cultural Heritage
DCH geometric datasets and mesh models. The SpacePilot™ 6-degree-of-freedom (6 DOF)
control device has been configured as part of the virtual environment interface focused on
DCH applications. This development includes the ability for users to load DCH objects into
the Virtual Director™ environment and to interactively display, navigate, and record/store
camera paths within a configured DCH scene. The camera movement enables a user to
‘zoom’ close to objects within a scene and to choreograph/store camera locations and scene
files from the interactive sessions. This capability will enable users to scientifically explore
DCH data and design virtual tours of the scene.
NCSA and CyI teams accomplished over five collaborative instances of Virtual Director™
between two remote sites using Digital Cultural Heritage (DCH) data. This remote
collaboration enables users at two remote sites (Cyprus and NCSA) to remotely and
interactively collaborate within a shared DCH object/scene. Each user can virtually navigate
through DCH data, retain their individual viewpoint during flight their flight through data user
SpacePilot(tm). Users are enabled to load and position DCH objects while sharing a common
virtual scene. During the interactive remote session, users retain their independent Avatar
viewpoints, observing the location of other Avatars in the virtual scene. DCH object positions
can be moved during the interactive session. Interactive positioning of DCH objects using the
SpacePilot(tm)(tm) 6-DOF input device was enabled as well as level-of-detail ‘zooming’ into
the DCH objects (the capability for the user to fly very close to the object for detailed
viewing).
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Figure 10 Interactive-training collaboration with the DCH “Paphos Theater” reconstruction model created by
Ropertos Georgiou of the Cyprus Institute STARC. Ropertos is flying (see white smiling face avatar) and seeing
from his independent point of view.

Detailed descriptions of this work can be found in the deliverable D9.5 which describes the
implementation and commissioning of Virtual Director.
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6 Conclusions and Outlook
WP9 has strived to remain relevant and useful to the user community throughout its lifetime.
From an infrastructure point of view, it has provided the community with many performance
analysis tools and has made several attempts to improve the performance of a number of
aspects of the software environment in which user applications are embedded:




A more consistent, optimised and reproducible environment through the use of EasyBuild
Pinning optimisations and documentation to improve the performance of OpenMP and MPI
Analysis and documentation of optimal data transfer solutions

The WP has also embraced its role as a high-level consultant for the user communities,
providing detailed and specific advice to a large range of users. For the specific case of
climate studies, Klaus Klingmueller has implemented a number of significant improvements
and modifications to the internationally-known EMAC climate modelling application.
Furthermore, the WP has taken a guiding role in the selection and organization of training
programs within LinkSCEEM. It has advised, coordinated and contributed to all of the HPC
training events within LinkSCEEM and has continuously sought to introduce the
LinkSCEEM user community to the state-of-the-art methods and technologies used within the
international supercomputing community. It has also played a pivotal role in the design and
implementation of the Supercomputing Training Portal.
The roles that WP9 have occupied will be maintained through the user support mechanisms of
the participating HPC centres. The WP has acted as a template for how the high-level support
systems of these centres should function. The structures and methodologies that it has created
will be maintained through the members of the WP that continue their role within those
support systems.
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